
Case studies
Our first case study shows our analysis of the behavioral networks 
associated with different classes of application.  In Fig. 5 we show the 
degree and strength distributions of behavioral networks for three 
categories of traffic.  The distributions are long-tailed, and in the case 
of the Web, fit well to a power-law approximation with low exponent.  
These low exponents indicate unbounded variance in both degree and 
strength.  Furthermore, the exponents for Web servers indicate that the 
distributions lack any well-defined mean.  In other words, there is no 
such thing as a “typical server load,” and threshold-based anomaly 
detection does not apply to a scale-free distribution of traffic.

In our second case study, we aggregate the flows to build a graph in 
which the nodes are applications and the edges represent behavioral 
similarity among them, as measured by cosine similarity between their 
profiles of total client traffic.  We apply hierarchical clustering to 
obtain a taxonomy of applications based on their observed behavior 
(Fig. 6).  The full paper includes the results of an experiment in which 
we used this taxonomy to predict the function of 16 unknown 
applications.

Abstract
Many projects analyze application overlay network on the Internet 
using packet analysis and network flow data.  This is infeasible on 
many networks: either the volume of data makes packet inspection
intractable, or privacy concerns forbid packet capture and require the 
dissociation of network flows from users’ identities.  We describe a 
framework for exploration of usage patterns even under circumstances 
where the only available data are anonymized flow records.  We offer 
two proofs of concept using data gathered from Internet2.  In the first, 
we uncover distributions and scaling relations in host-to-host 
networks, with implications for capacity planning and application 
design.  In the second, we classify network applications based on 
properties of t heir overlay networks, yielding a taxonomy that allows 
us to identify the functions of unknown applications.

Motivation and data source
We propose a framework for analysis of network flow data that 
permits useful mining of implicit relational data without sacrificing 
user privacy.  The framework is built on graph representations of flow 
data in which the nodes represent hosts, ports, or applications,
allowing us to apply  techniques from complex systems analysis and 
machine learning.

Our data source consists of network flow data gathered from the 
Internet2 network (Fig. 1).  This is a high-speed IPv4 transit network 
with a user base in the millions, involving over 200 universities, 
research labs, and international peering points.  Privacy policies dictate 
that we anonymize the flows by replacing both source and destination 
IP addresses with a unique index retained for a single 24-hour period.

The flows are based on random 1:100 packet sampling.  The data 
presented here represent a typical day: about 600 million flow records 
describing connections among about 15 million hosts.  The proportion 
of flows in three broad categories – Web, Peer-to-peer (P2P) 
applications, and everyone else – is shown in Fig. 2.
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Network analysis
All of our analysis is based on interpreting a network flow record as a 
edge in a graph structure (Fig. 3).  Depending on which entities are 
represented by the nodes and edges of the graph, we produce three 
different structures, representing behavioral, functional, and 
application networks.

The behavioral network is associated with an individual application; 
the nodes are hosts, and the directed edges are weighted by aggregate 
traffic volume over the course of a single day.  This is a bipartite 
network split between clients and servers as determined by simple 
heuristics.

The functional network uses server ports and client hosts as nodes.  
Each weight now represents the amount that a client has used a well-
known port.  This representation allows us to characterize applications 
by host profiles, or hosts by application profiles.

The application network has only server ports as nodes; the edges 
are undirected and have weights corresponding to a measure of 
similarity derived from the host profiles of the server ports.  This 
makes it possible cluster the applications and generate a taxonomy of 
applications based on their observed behavior.

Our analysis of behavioral networks is currently focused on 
various graph properties, especially the degree and strength
distributions, described in Fig. 4.  The full paper includes discussion 
of the scaling relation between strength and degree.

Conclusions
Our graph-centric analysis reveals aspects of user behavior that are 
essential for agent-based modeling approaches.  The pervasiveness of 
heavy tails implies that user behavior rarely follows normal 
distributions and is so diverse as to make mean values meaningless.  In 
the full paper, we also describe non-linear scaling between degree and 
strength in Web clients.  These distributions can be made part of a 
generalized fingerprint for various type of network traffic.  Such 
fingerprints may be more robust than threshold-based anomaly 
detection schemes that fail in a scale-free environment.  Our second 
case study offers a way of grouping applications based on their 
observed affect on the network rather than explicit analysis of their 
design and purpose.  This allows us to understand the purpose of
unknown applications without inspecting a single packet of application 
data.  All techniques used are highly scalable and can execute in well 
under the time required to collect the data, making our framework 
conducive to real-time analysis.
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Figure 1. The Internet2 (Abilene) network 
provides high-speed Internet access to 
several million academic users. 

Figure 2. The largest identifiable 
categories of network traffic on 
Internet2 are associated with the Web 
and peer-to-peer applications.

Figure 3. Every network flow can be understood as a edge contributing weight 
to some graph structure.  The nodes of that graph can be hosts, ports, or a 
combination of the two.

For further information
Please contact mmeiss@indiana.edu for more information about the analysis techniques 
used and the source of network flow data.  We welcome suggestions for improving this 
framework and potential collaborations on further analysis.  A PDF version of this poster 
is available upon requests. 
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Figure 4. B as ic  dis tributions  of nodes  in a behavioral network.  In- and out-
degree and s trength are de�ned for both c lient and s erver nodes .

Figure 5. P robability dens ity func tions  for degree and s trength, s hown for
all data, the Web, and P 2P .  We us e log-s ized his togram bins  normalized 
by bin width and dis tribution s ize.  T he annotated lines  s hown power-law 
approximations , with R ^2 > 0.995.

Figure 6. T he applic ation network, s howing the 38 ports  with highes t 
aggregate tra�c  and the res ulting dendrogram.  C olor intens ity is  
proportional to the logarithm of c os ine s imilarity of c lient pro�les .


