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Learning from positive and
negative examples
» With both positive and negative examples,

it is easy to define a boundary to separate
these two.

« Just with only positive examples, it is hard
to define an upper bound.

Learn from just positive examples

* Most pattern recognition methods are based on
both positive and negative examples.

¢ But human learning is based on possitive
examples. For instance, positive instances of

dog (but no negative example, this is not a dog).

¢ The challenge is how to generalize from limited
data with only a few positive examples?

The number example

« Afew numbers between 1 and 100 as
training data.

* Give a new number, decide whether it
belongs to the same group or not.

« Given positive examples from the
concept, we want to learn the
generalization function.




Example

Given 16, what other numbers do you think
are positive? 17? 6?7 8? 32? 99?
17 is similar because it is close to 16.

6 is similar because it has a digit in
common.

32 is similar because it is also even and a
power of 2.

99 does not seem similar.

Observation: some concepts are more likely
than the others given one positive example.

Example

» Now suppose that we have 8, 2, and 64.

* You may guess that the hidden concept is
“powers of two”.

Empirical predictive distributions of
humans
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Diffuse similarity

Focused similarity:

numbers near 50-60




Hypothesis space

¢ The classic approach to rule-based induction is to
suppose we have a hypothesis space of concepts, H,
such as: odd number, even number, all numbers
between 1 and 100, powers of two, etc.

* The space is initially big and we gradually reduce the
space with more examples.

* However, if we see {16, 8, 2, 64} we can have three
equally consistent hypotheses:

- powers of two except for 32,
- powers of two
- all even numbers

Generalization

« In the Bayesian approach, we maintain a probability
distribution over hypotheses,
P(h|X), we call this posterior belief state.

¢ Assuming we have such a distribution, we can predict the
future even when we are uncertain about the exact
concept. Specifically, we can compute the posterior
predictive distribution by marginalizing out the variable h:

p(yl CIX)=  p(yl Clh)p(h|X)
hl H
¢ This called model averaging.
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Bayesian inference

* We can compute the posterior distribution as
follows:
p(X [h) p(h)
p(X [hgp(hg

h¢

p(h|X) =

¢ We therefore need to specify the prior p(h) and
the likelihood function p(X|h).




Likelihood

» h =“powers of two”
* h'="“even numbers”

* When we see {16, 8, 2, 64}, we have a
hypothesis h’ =“even numbers”. Then we
expected to see those numbers that
weren't powers of two if the data was
randomly sampled?

Random Sampling

The probability of independently sampling n items from h
is given by: 1 1
I"=[—]I"

pCXIh) [size(h) |h|
Let X = 16, then p(XAh:powers of two) = 1/6, since there
are only 6 powers of two less than 100.
A more general concept p(X|h=even numbers) = 1/50.
P(X|h=0dd numbers) = 0
After 4 examples, the likelihood of “powers of two” is

1/(6x6x6x6) while the likelihood of “even numbers” is
1/(50x50x50x50).

However, the unnatural hypothesis “powers of two except
32" has higher likelihood as well.
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Figure 5: Tllustration of the size principle. Consider iy = even numbers and hy = multiples of 10. If
X = {60}, it is slightly more of a coincidence under hy: but if X = {10,30,60,80}, it is much more of a
coincidence under hy, i.e., p(X|hi) < p(X|hs). Thus the more data we get, the more likely the simpler
hypothesis becomes. This is an example of the Bayesian Occam’s razor.

Priors

It is the combination of the likelihood and the prior that
determines the posterior.

The second hypothesis is much less likely than h.

For example, given 1200, 1500, 900 and 1400,

If you are told the number is based on an arithmetic rule,
you may think 400 is likely but 1183 is unlikely.

If you are told that the numbers are examples of healthy
cholesterol levels, you would probably think 400 is unlikely
and 1183 is likely.

The prior is the mechanism by which background
knowledge can be brought to bear.
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Figure 7: 7(a) One possible prior. 7(b) Likelihood as a function of sample size. 7(c) Posterior as a function
of sample size.

Posterior

¢ The posterior is simply the likelihood times the
prior, and then normalized.

)= p(X |h) p(h)
pP(X |h9 p(hY
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Figure 7: 7(a) One possible prior. 7(b) Likelihood as a function of sample size. 7(c) Posterior as a function
of sample size.

More accurate Model

« The hypothesis set contains 100
mathematical concepts and 5050 magnitude
hypotheses based on experimental data of

how people measure similarity between
numbers.




Total probability mass = Zh ph) =1

7N

Mathematical
hypotheses
(~100)

A

L. 15

100/ == &
/m()/l_\ e

powers gyen Ssquare
oftwo “wg #s

Magnitude
hypotheses
(~5000)

1-
5

L

gl

0
SID_U}Z) 11 L
3000| 3000

[1,10] 15,10] [5,25] [20, 40]

+ Examples Human generalization Bayesian Model

60

“' i 10l 1 ”} whill |..|I|||i| fh 11

oo s0 10 20 G lIETRAT e L1 CRL
op il Ll nilivdssb hl 1t [ PR T PR TR
'l 1[
0.5 0.5

90152 57" 25 of |||||III'I|III 1 o ma ||||||I|'ll||| '

01%'1|IMII|I| i °%‘}|||iL||I|. e
108 20ed "%ulllmlulnlh L °%“|.J.| T
o:L

16

.
d % il
T - ol 11 1 u

10 20 30 40 50 60 70 80 90 100 10 20°30 40 50 60 70 80 90 100

pyl CIX)= p(yl Clh)p(h|X)

hi

16 23 19 20

Bayesian Method

A constrained hypothesis space. Without this, it
is impossible to generalize from a finite data
set, because any hypothesis consistent with the
evidence is possible.

An informative prior. The alternative is to have a
uniform prior.

A likelihood function. E.g. P(X|h) =1 or 0.

Hypothesis averaging, integrating h when
making predictions

Pyl CIX)=  p(yT C|h)p(h|X)
hH

Other Two Approaches

¢ ML: Maximum likelihood 1+ 3
h=ar¢maxp(X [h)
« MAP: maximum a posterior 1+2+3
instead of averaging all the hypotheses, select
the most probable one.
h=argmaxp(h| X)
h
p(yl CIX)= p(yl Clh)p(h|X)» p(yT C|h)

h




The healthy levels Concept

Learning the “healthy levels” concept from
position data alone.

Maximum Likelihood

Likelihood
« Arectangle hypothesis. = (1, fa, 51, 52)

plX|h) = /A" ifYiz; €h

0 otherwise

|h| = 51592

Prior
plh) = pllplfz)p(si)p(si)

* p(l) has an uniform prior

* p(s) has a scale invariant prior

plsi) oo l/s;




Posterior

Independent assumption:







