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Q520: Linear Algebra

Q520 Lectures on Linear Algebra

My goals in these lectures are:
? To present enough linear algebra to understand the Singular
Value Decomposition and related methods such as the Principal
Components Analysis.
? To present some applications, especially concerning Latent
Semantic Analysis and facial recognition.

? The linear algebra concepts that I’d like to teach are: linear
independence, span, basis, eigenvalue, eigenvector, singular value
decomposition.

? Some of the material here may be found in any textbook on the
subject. I also included links on the course website, to papers on
linear algebra and LSA and to a tutorial website on SVD that I’d
like everyone to work through.
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Vector Spaces

In these lectures, Rn is the set of vectors of length n of real
numbers.
For example, R2 contains (1,−1), (.23234, 0), (123, 3).
R10 contains (1, 2, 3, .234, 5,−.8643645, 7, 8, π4, 10).
We could also write these as columns, but it’s easier to type them
as rows.
We’ll define dimension soon, but it will turn out that Rn has
dimension n.
Sometimes one wants to consider complex numbers
instead of just real numbers. But we don’t need this.
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Vector Spaces and Subspaces

We add vectors in the obvious way:

(1, 3, 5) + (−2, 4, 0) = (−1, 7, 5).

And we also multiply by numbers:

6(−1, 3, 4) = (−6, 18, 24).

A subset V of Rn is called a vector space if two conditions hold:

? Whenever u and v belong to V , so does the sum u + v .
? Whenever v belongs to V and c is a real number, then cv
belongs to V as well.

The easiest example is when V is all of Rn, but there are lots of others.
Another way to say that V is a vector space would be to say that V a
subspace of Rn.
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Example of a Subspace of R2

Consider the set of vectors (a,−2a), where a ∈ R.
We write this as

{(a,−2a) : a ∈ R}

This contains, for example (3,−6), (−1, 2), and (0, 0).
It does not contain (1, 1) or (1, 2).
We can check that it is a subspace:
First,
(x ,−2x) + (y ,−2y) = (x + y ,−2x − 2y) = (x + y ,−2(x + y)).
Second c(x ,−2x) = (cx , c(−2x)).
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Linear Combinations

Given a set v1, v2, . . . , vk of vectors, a linear combination of these is any
vector of the form ∑

i

civi = c1v1 + · · ·+ cnvn

where the c ’s are any real numbers.
For example, if n = 3 and

v1 = (2, 1, 0) v2 = (−1, 3, 1) v3 = (1, 1, 1),

Then one vector in the span of these three would be

4v1 + 0v2 − 3v3

= 4(2, 1, 0) + 0(−1, 3, 1) + (−3)(1, 1, 1)
= (8, 4, 0) + (0, 0, 0) + (−3,−3,−3)
= (5, 1,−3)

There are many other vectors in the span, of course.
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Span

Given a set v1, v2, . . . , vk of vectors, their span is the set of all
linear combinations.
For example, 0 = (0, 0, . . . , 0) is in the span of any set.
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Span

Given a set v1, v2, . . . , vk of vectors, their span is the set of all
linear combinations.
For example, 0 = (0, 0, . . . , 0) is in the span of any set.
In R3, the span of two vectors is the plane they determine.
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Span

Given a set v1, v2, . . . , vk of vectors, their span is the set of all
linear combinations.
For example, 0 = (0, 0, . . . , 0) is in the span of any set.
Good exercise: in any vector space,
the span of any set of vectors is always a subspace.
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Linear Independence

We say that vectors v1, v2, . . . , vk are linearly independent
if the only way to have ∑

i

civi = 0

is to have all of the c ’s to be 0.
It’s often hard to tell by hand whether a set is linearly independent
or not, especially for high dimensions.
For example, let’s consider (1,−1) and (1, 1). Let’s check that
these are linearly independent.
Suppose that a(1,−1) + b(1, 1) = (0, 0).
Then a + b = 0, −a + b = 0. By algebra a and b must be 0.



Q520: Linear Algebra

Basis

Let V be a subspace of Rn.
A basis of V is a set of vectors which is linearly independent and
whose span is V .
We’ll see lots of examples, but here’s a very simple one.
Before we saw the following subspace of R2:

V = {(a,−a) : a ∈ R}

One example of a basis would be {(1,−1)}. There are lots of
other bases, but all bases have the same number of vectors.
The dimension of V is the number of elements in any basis of it.
The dimension of every subspace of Rn is ≤ n.
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Another Example

Consider R3, and let V be the set of vectors which sum to 0:

V = {(a, b, c) : a + b + c = 0}.

This is easily a subspace.
We claim that the following is a basis of V :

{(1, 0,−1), (0, 1,−1)}.

To see this, first, we check that they are linearly independent:
If c(1, 0,−1) + d(0, 1,−1) = (0, 0, 0), then c + 0d = 0, so c = 0. And
similarly, d = 0.
Second, we check the span.
Take an arbitrary vector in V , say (a, b, c) ∈ V .
Notice that c = −(a + b) (key point).
And then

(a, b, c) = a(1, 0,−1) + b(0, 1,−1).
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Matrix Multiplication

A matrix M is a rectangular array of numbers.
mi ,j is the row i , column j entry of M.
M is m × n if M has m rows and n columns.
If A is m × n and B is n × p, then we can multiply A× B.
We would get a matrix C . C would be m × p.
For 1 ≤ i ≤ m and 1 ≤ j ≤ p, we have

ci ,j =
n∑

k=1

ai ,kbk,j
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Matrix Multiplication

For example

(
1 2 3
0 −1 2

)
×

 1 0
0 1

−1 5

 =

(
−2 17
−2 9

)

Matrix multiplication is not in general commutative.
(That is, often we have AB 6= BA.)
In fact, it usually doesn’t even make sense to change the order!
Matrix multiplication is associative: A(BC ) = (AB)C .
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Identity Matrices

In linear algebra, the role of 1 is played by identity matrices.
The 2× 2 identity:

I2 =

(
1 0
0 1

)
The 3× 3 identity:

I3 =

 1 0 0
0 1 0
0 0 1


(Usually one drops the subscript on the I .)
The important thing about them is that

In × A = A for all n ×m matrices A
A× In = A for all m × n matrices A
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A Little Practice With Diagonal Matrices

Multiply out the following two matrices:
a1,1 a1,2 · · · a1,n

a2,1 a2,2 · · · a2,n
...

...
. . .

...
an,1 an,2 · · · an,n

×


c1

c2

. . .

cn




c1

c2

. . .

cn

×


a1,1 a1,2 · · · a1,n

a2,1 a2,2 · · · a2,n
...

...
. . .

...
an,1 an,2 · · · an,n


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A Little Practice With Diagonal Matrices

Multiply out the following two matrices:
a1,1 a1,2 · · · a1,n

a2,1 a2,2 · · · a2,n
...

...
. . .

...
an,1 an,2 · · · an,n

×


c1

c2

. . .

cn




c1

c2

. . .

cn

×


a1,1 a1,2 · · · a1,n

a2,1 a2,2 · · · a2,n
...

...
. . .

...
an,1 an,2 · · · an,n


The first multiplies the constants column-by-column.
The second multiplies the constants row-by-row.
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Inverse Matrices

Two n × n matrices A and B are called invereses if

A× B = In = B × A.

(Actually, it can be proved that if AB = I , then automatically BA = I .
This is by no means obvious.)
In this case, we say that A and B are inverses, and we write A = B−1 and
B = A−1.
For example, −1 2 −3

2 1 0
4 −2 5

×

 −5 4 −3
10 −7 6
8 −6 5

 =

 1 0 0
0 1 0
0 0 1


So the two matrices on the left are indeed inverses.
Computing inverses of 3× 3 matrices is tedious but manageable, but we
won’t go into the details.
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Transpose

Given an n ×m matrix M, the transpose of M
is obtained by switching rows and columns.
It is called Mtr .
For example:

M =

(
1 2 3
4 5 6

)
Mttr =

 1 4
2 5
3 6


Note that Mt is m × n.
Also (Mt)t = M.
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A Useful fact about Matrix Transposes,

Multiplication, and Inverses

A× B = (Btr × Atr )tr .
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A Useful fact about Matrix Transposes,

Multiplication, and Inverses

A× B = (Btr × Atr )tr .
(A× B)−1 = B−1 × A−1.
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A Useful fact about Matrix Transposes,

Multiplication, and Inverses

A× B = (Btr × Atr )tr .
Let’s try to prove the first of these together.
First, we check that the dimensions of A× B and (Btr × Atr )tr are
appropriate.
Let A be m × n, and let B be n × p.
So Atr will be n ×m, Btr will be p × n,
A× B will be m × p,
Btr × Atr will be p ×m,
and
(Btr × Atr )tr will be m × p.
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A Useful fact about Matrix Transposes,

Multiplication, and Inverses

A× B = (Btr × Atr )tr .
Let ai ,j be the row i , column j entry of A.
Let bi ,j be the row i , column j entry of B.
Let ci ,j be the row i , column j entry of Atr .
Let di ,j be the row i , column j entry of Btr .
Let ei ,j be the row i , column j entry of A× B.
Let fi ,j be the row i , column j entry of Btr × Atr .
Let gi ,j be the row i , column j entry of (Btr × Atr )tr .
Write down formulas for the ci ,j , . . ., gi ,j in terms of the ai ,j and
bi ,j to show that

ci ,j = ei ,j .
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The Dot Product

In this lecture vectors are usually thought of as n × 1 matrices.
Given two vectors v and w of length n, their dot product is

v · w = v t × w

This is a number. (It also is a 1× 1 matrix.)
For example, (1, 0, 3, 4) · (1, 5, 1, 6) = 1 + 0 + 3 + 24 = 28.
The dot product is commutative: v · w = w · v .
Two vectors v and w are orthogonal if v · w = 0.
The length of a vector is given by ‖v‖ =

√
v · v .

This is always non-zero, and it’s only 0 when v is the zero vector 0.
It will be good to keep in mind that ‖v‖2 = v · v .
A vector is normal if its length is 1.
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Normalizing a nonzero vector

Every nonzero vector may be normalized
by dividing by its length.
For example, consider

(1,−1, 1)

The length is
√

12 + (−1)2 + 12 =
√

3.
And so the normalized version of (1, 1, 1) is

(
1√
3
,− 1√

3
,

1√
3
) = (.577,−.577, .577).
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The Angle Between Two Vectors

In 2 dimensions, we have a fact from trigonometry that

u · v = ‖u‖‖v‖ cos θ,

where θ is the angle between u and v .
In higher dimensions, we make this the definition:
Given v and w in Rn, the angle between v and w
is the number θ such that

cos θ =
u · v

‖u‖ ‖v‖
.

For example, if u and v are orthogonal, then θ = π/2 = 90o .
And if u = v , or even a multiple of v , then θ = 0.
As it happens, this concept will re-appear in uses of linear algebra
that we will see.
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Making Vectors Orthogonal but Keeping

the Span

Suppose we have two vectors u and v .
Sometimes we want to replace v by some other vector w in such a way that

(a) u · w = 0.
(b) u and w have the same span as u and v .

To so this, we let

w = v −
(u · v

u · u

)
u

Here’s why this works:

u · w = u · v −
(

u·v
u·u

)
u · u

= u · v − u · v
= 0

The fact that they have the same span is a good exercise.
One can do all of this for more than 2 vectors. It’s called the Gram-Schmidt
Orthogonalization Process.
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The Rank of a Matrix

The rank of a matrix is the largest number of linearly independent
rows.
This happens to equal the largest number of linearly independent
columns. (The fact that they are equal is not obvious!)
For example,

rank

 1 2 3 4 5
10 20 30 40 50
1 0 0 0 0

 = 2.

Another fact from linear algebra:
an n × n matrix has an inverse if and only if it has rank n.



Q520: Linear Algebra

A Suggestive Example

?>=<89:;1 ?>=<89:;2

?>=<89:;3 ?>=<89:;4

What happens if we put 1 on all nodes,
and then then replace each value with the sum for the incoming
nodes?
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A Suggestive Example

?>=<89:;1 ?>=<89:;1

?>=<89:;1 ?>=<89:;1

?>=<89:;2 ?>=<89:;2

?>=<89:;2 ?>=<89:;2

before after

What happens if we put 1 on all nodes,
and then then replace each value with the sum for the incoming
nodes?
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A Suggestive Example

?>=<89:;1 ?>=<89:;1

?>=<89:;1 ?>=<89:;1

?>=<89:;2 ?>=<89:;2

?>=<89:;2 ?>=<89:;2

before after

What happens if we put 1 on all nodes,
and then then replace each value with the sum for the incoming
nodes?
Answer: we double all the node values
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A Suggestive Example

?>=<89:;1 GFED@ABC−1

GFED@ABC−1 ?>=<89:;1

What happens if we put 1 on the first and last nodes, and −1 on the other
two,
and then then replace each value with the sum for the incoming nodes?
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A Suggestive Example

?>=<89:;1 GFED@ABC−1

GFED@ABC−1 ?>=<89:;1

GFED@ABC−2 ?>=<89:;2

?>=<89:;2 GFED@ABC−2

before after

What happens if we put 1 on the first and last nodes, and −1 on the other
two,
and then then replace each value with the sum for the incoming nodes?
Answer: this time we multiply all values by −2
Can you find another of inputs that also results in scaling by −2?
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A Suggestive Example

?>=<89:;1 ?>=<89:;2

?>=<89:;3 ?>=<89:;4

What happens if we put 1 on node 1, −1 on node 2, 1 on node 3,
−1 on node 4,
and then then replace each value with the sum for the incoming
nodes?
Can you find other vectors with this property?
Prove that the set of vectors with this property is a subspace of R4.
Can you find a basis for it?
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Matrices and Graphs

With our graph we have a matrix

?>=<89:;1 ?>=<89:;2

?>=<89:;3 ?>=<89:;4


0 1 1 0
1 0 0 1
1 0 0 1
0 1 1 0



This is called the adjacency matrix of the graph.
It always is symmetric.
The point:
Going from the before to the after
is the same thing as multiplying by the matrix.
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Matrices and Graphs

Multiplying the matrix is like “doing it” in the Hopfield way:
0 1 1 0
1 0 0 1
1 0 0 1
0 1 1 0

×


1

−1
−1

1

 =


−2

2
2

−2


If M is the matrix and v the vector, then Mv = −2v .
We say that −2 is an eigenvalue of M,
and v = (1,−1,−1, 1) is an eigenvector of −2.
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Matrices and Graphs

An eigenvalue of a matrix M is a number c such that for some
v 6= 0, Mv = cv .
Usually, one sees Greek letters like λ (lambda) for eigenvalues.
Our example M has two other eigenvalues.
We already know that 1 is an eigenvalue.
Can you find the last one, and some nonzero eigenvectors?
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Eigenspaces

For each eigenvalue, we have an eigenspace.
Let’s try to prove this

Fact

Let λ be an eigenvalue of a matrix M.
Then the set of vectors v such that Mv = λv is a subspace.

It would be good to know a basis for each eigenspace.
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Orthogonality

Eigenvectors for different eigenvalues are orthogonal.
In our example, recall that
Eigenvalue −2 has eigenvector (1,−1,−1, 1).
Eigenvalue 0 has eigenvectors (1, 0, 0,−1) and (0, 1,−1, 0).
Eigenvalue 2 has eigenvector (1, 1, 1, 1).
For example,

(1, 0, 0,−1) · (1,−1,−1, 1) = (0, 0, 0, 0).

(It’s also true that the two eigenvectors of 0 are orthogonal, but
this is a fluke.)
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Orthogonality

A lemma

Let M be a symmetric matrix. Let λ1 6= λ2 be eigenvalues.
Let v1 and v2 be nonzero vectors so that
Mv1 = λ1v1 and Mv2 = λ2v2. Then v1 · v2 = 0.

The reason:

λ1(v1 · v2) = (λ1v1) · v2

= (Mv1) · v2

= (v t
1Mt)× v2 we have seen this

= (v t
1)×M × v2 the key point!

= (v t
1)λ2v2

= λ2(v1 · v2)

Then (v1 · v2)(λ2 − λ1) = 0.
Since λ2 − λ1 6= 0, we have v1 · v2 = 0.
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Eigenvalues and Eigenvectors of M

Eigenvalue −2 has eigenvector (1,−1,−1, 1).
Eigenvalue 0 has eigenvectors (1, 0, 0,−1) and (0, 1,−1, 0).
Eigenvalue 2 has eigenvector (1, 1, 1, 1).
Now note that the two eigenvectors of 0 are linearly independent.
Every set with only one nonzero vector is linearly independent.
So for each eigenvalue, we listed a linearly independent set.
A standard result tells us that in this case we can put everything
together to get one big linearly independent set:

{(1,−1,−1, 1), (1, 0, 0,−1), (0, 1,−1, 0), (1, 1, 1, 1)}

And since we are dealing with R4, any set of 4 linearly
independent vectors must span. So we have a basis.
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An Orthonormal Basis of R4 related to M

Eigenvalue −2 has eigenvector (1,−1,−1, 1).
Eigenvalue 0 has eigenvectors (1, 0, 0,−1) and (0, 1,−1, 0).
Eigenvalue 2 has eigenvector (1, 1, 1, 1).
Divide each by its length to get an orthonormal basis:
Length of (1,−1,−1, 1) is

√
4 = 2.

Length of (1, 0, 0,−1) and (0, 1,−1, 0) is
√

2.
Length of (1, 1, 1, 1) is 2.
Our orthonormal basis is (1

2 ,−1
2 ,−1

2 , 1
2), ( 1√

2
, 0, 0,− 1√

2
),

(0, 1√
2
,− 1√

2
, 0), (1

2 , 1
2 , 1

2 , 1
2).
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Eigenvalue Decomposition of M

We put the eigenvectors into columns: Now we can multiply this
by the original M:

0 1 1 0
1 0 0 1
1 0 0 1
0 1 1 0

×


1
2

1√
2

0 1
2

−1
2 0 1√

2
1
2

−1
2 0 − 1√

2
1
2

1
2 − 1√

2
0 1

2


What do you think we will get?

−2(1
2) 0( 1√

2
) 0(0) 2(1

2)

−2(−1
2) 0(0) 0( 1√

2
) 2(1

2)

−2(−1
2) 0(0) 0(− 1√

2
) 2(1

2)

−2(1
2) 0(− 1√

2
) 0(0) 2(1

2)


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Eigenvalue Factorization of M, continued

Let U be a matrix whose columns are an orthonormal basis.
U has a special property: U−1 = Utr .
This comes from the orthonormality:


1
2 −1

2 −1
2

1
2

1√
2

0 0 − 1√
2

0 1√
2

− 1√
2

0
1
2

1
2

1
2

1
2

×


1
2

1√
2

0 1
2

−1
2 0 1√

2
1
2

−1
2 0 − 1√

2
1
2

1
2 − 1√

2
0 1

2


But there’s an even more important property: M = UΣUtr . where
Σ is the diagonal matrix of eigenvalues in the same order.
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M = UΣU tr

In our case,

M is


0 1 1 0
1 0 0 1
1 0 0 1
0 1 1 0



Σ is


−2 0 0 0

0 0 0 0
0 0 0 0
0 0 0 2



U is


1
2

1√
2

0 1
2

−1
2 0 1√

2
1
2

−1
2 0 − 1√

2
1
2

1
2 − 1√

2
0 1

2


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Another example of Eigenvalue

Factorization

?>=<89:;1 ?>=<89:;2 ?>=<89:;3

 0 1 0
1 0 1
0 1 0



=

 1
2

1
2

√
2

2√
2

2 −
√

2
2 0

1
2

1
2 −

√
2

2

×


√

2

−
√

2
0



×

 1
2

√
2

2
1
2

1
2 −

√
2

2
1
2√

2
2 0 −

√
2

2


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The Spectral Theorem

Theorem (The Spectral Theorem)

Every symmetric n × n matrix M of real numbers has an enough
real eigenvalues and eigenvectors to make a basis of Rn.

We won’t prove this theorem, since it would take several lectures
on linear algebra. But I can point you to some nice presentations.
We have already illustrated it with an example.

Theorem

M = UΣUtr , where U is a matrix whose columns are an
orthornormal basis of Rn consisting of eigenvectors of M,

U =
(

v1 | v2 | · · · | vn

)
and Σ is the diagonal matrix with σi ,i equal to the eigenvalue for
vi .
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The Reasoning behind M = UΣU tr .

We’ll show instead that MU = UΣ.
Then the equation we want follows from this, since we can multiply by Utr

on the right to get

M = MIn = M(UUtr ) = MUUtr = UΣUtr .
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The Reasoning behind MU = UΣ.

We can multiply MU column-by-column to get

MU = M
(

v1 | v2 | · · · | vn

)
=

(
Mv1 | Mv2 | · · · | Mvn

)
=

(
λ1v1 | λ2v2 | · · · | λnvn

)
UΣ = U




λ1

0
...
0

 |


0
λ2
...
0

 | · · · |


0
0
...
λn




=

 U


λ1

0
...
0

 | U


0
λ2
...
0

 | · · · | U


0
0
...
λn




=
(

λ1v1 | λ2v2 | · · · | λnvn

)
This checks that indeed MU = UΣ.
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Do it yourself math

Suppose we take a square symmetric matrix M and
factor it as M = UΣUtr ,
with Σ a diagonal matrix and U an orthogonal matrix.
What will the relationship be between
the rank of the original matrix M and the matrix Σ??
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Why the Singular Value Decompostion?

So far, we know what the eigenvalue decomposition of a symmetric
(and square) matrix is.
Unfortunately, most of the interesting matrices in the world are not
square and certainly not symmetric.
For example, in image reconstruction and in the LSA examples, the
matrices are not square.
So we need a better result.
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Statement of Singular Value Decomposition

Let A be any m × n matrix. Then

AAt is a symmetric square matrix
All of the eigenvalues of AAt are non-negative.

Let r be the number of non-zero eigenvalues of AAt .
Further, we can write

A = UΣV t ,

where

Σ is an m × n matrix which has on the diagonal the positive square
roots of the eigenvalues of AAt .
These are called the singular values of A.
U is an m ×m orthogonal matrix, and its first r columns are
eigenvectors of AAt .
V is an n × n matrix whose columns are an orthonormal basis of Rn

taken from eigenvectors of AtA.
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Singular Value Decomposition, I

Let A be any m × n matrix.
So Atr is n ×m. AtrA is n × n and so is indeed square!
We claim that AtrA is symmetric.
Let ai ,j be the (i , j) entry of A.
Let bi ,j be the (i , j) entry of Atr .
Then bi ,j = aj ,i .
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Singular Value Decomposition, I

Let A be any m × n matrix.
So Atr is n ×m. AtrA is n × n and so is indeed square!
We claim that AtrA is symmetric.
Let ai ,j be the (i , j) entry of A.
Let bi ,j be the (i , j) entry of Atr .
Then bi ,j = aj ,i .
The (k, l) entry of AtrA is

m∑
p=1

bk,pap,l =
m∑

p=1

ap,kap,l =
m∑

p=1

ap,lap,k =
m∑

p=1

bl ,pap,k

and this is the (l , k) entry of the same matrix AtrA.
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Singular Value Decomposition, I

We claim that all of the eigenvalues of AtrA are non-negative.
To see this, let λ be an eigenvalue and v 6= 0 be an eigenvector of
AtrA.

‖Av‖2 = Av · Av
= (Av)tr × Av
= (v trAtr )Av
= v tr (AtrAv)
= v tr (λv)
= λ‖v‖2

So λ = ‖Av‖2/‖v‖2 is a non-negative number.
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SVD, II

Again, A is an m × n matrix.
Let λ ≥ 0 be an eigenvalue of AtrA, and let v be an eigenvector
for λ such that ‖v‖2 = 1.
Then

‖Av‖2 = (Av) · Av
= (Av)trAv
= v trAtrAv
= v tr (λv)
= λ‖v‖2

= λ

So ‖Av‖ =
√

λ.
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Eigenvalue decomposition, a motivation

I am going through some of the work in the handout
“Matrices, Vector Spaces, and Information Retrieval” by Michael
Berry, Zlatko Drmac, and Elizabeth Jessup.
We start with six terms and five documents:
bak(e,ing) recipes bread cake pastr(y,ies) pie
D1: How to bake bread without recipes
D2: The classic art of Viennese pastry
D3: Numerical recipes: the art of scientific computing
D4: Breads, pastries, pies, and cakes: quantity baking recipes
D5: Pastry: a book of best French recipes



Q520: Linear Algebra

Eigenvalue decomposition, a motivation

bak(e,ing), recipes, bread, cake, pastr(y,ies), pie
D1: How to bake bread without recipes
D2: The classic art of Viennese pastry
D3: Numerical recipes: the art of scientific computing
D4: Breads, pastries, pies, and cakes: quantity baking recipes
D5: Pastry: a book of best French recipes
The term by document matrix:

1 0 0 1 0
1 0 1 1 1
1 0 0 1 0
0 0 0 1 0
0 1 0 1 1
0 0 0 1 0


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Eigenvalue decomposition, a motivation

bak(e,ing), recipes, bread, cake, pastr(y,ies), pie
D1: How to bake bread without recipes
D2: The classic art of Viennese pastry
D3: Numerical recipes: the art of scientific computing
D4: Breads, pastries, pies, and cakes: quantity baking recipes
D5: Pastry: a book of best French recipes
The term by document matrix:

1 0 0 1 0
1 0 1 1 1
1 0 0 1 0
0 0 0 1 0
0 1 0 1 1
0 0 0 1 0


Ask for a document about baking bread. What should we get?
Ask for a document about baking. What should we get?

1 0 0 1 0
1 0 1 1 1
1 0 0 1 0
0 0 0 1 0
0 1 0 1 1
0 0 0 1 0


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The first guess

Look at the columns (documents),
and ask which is the “most similar to” baking bread

1
0
1
0
0
0


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The first guess



1 0 0 1 0
1 0 1 1 1
1 0 0 1 0
0 0 0 1 0
0 1 0 1 1
0 0 0 1 0

 compared to



1
0
1
0
0
0


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The first guess



1 0 0 1 0
1 0 1 1 1
1 0 0 1 0
0 0 0 1 0
0 1 0 1 1
0 0 0 1 0

 compared to



1
0
1
0
0
0


Document 1: How to bake bread without recipes
Document 4: Breads, Patries, Pies and Cakes: Quantity Baking
Recipes
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Progress

We really want to compute the cosines of the angles.
The top two would be
Document 1: How to bake bread without recipes: cos θ = .81
Document 4: Breads, Patries, Pies and Cakes: Quantity Baking
Recipes: cos θ = .58
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The matrix A, and a query

Suppose we want to find a book about baking.
(Baking is the first term in our list of six.)
It corresponds to the transpose of ( 1 0 0 0 0 ).
We calculate the angle cosines
We get

.578 0 0 .408 0

D1: How to bake bread without recipes
D2: The classic art of Viennese pastry
D3: Numerical recipes: the art of scientific computing
D4: Breads, pastries, pies, and cakes: quantity baking recipes
D5: Pastry: a book of best French recipes
What is the problem??
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SVD of A

A = UΣV T ,
where

U =



−0.267 0.257 −0.531 0.284 −0.707
−0.748 0.397 0.525 −0.082 0.000
−0.267 0.257 −0.531 0.284 0.707
−0.118 0.013 −0.277 −0.640 0.000
−0.519 −0.842 −0.084 0.116 0.000
−0.118 0.013 −0.277 −0.640 0.000



Σ =


1.695 0.000 0.000 0.000 0.000
0.000 1.116 0.000 0.000 0.000
0.000 0.000 0.840 0.000 0.000
0.000 0.000 0.000 0.420 0.000
0.000 0.000 0.000 0.000 0.000


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Eigenvalue decomposition of A

V =


−0.437 0.472 −0.369 0.671 0.000
−0.306 −0.755 −0.100 0.276 −0.500
−0.441 0.356 0.625 −0.194 −0.500
−0.491 0.034 −0.570 −0.658 0.000
−0.529 −0.282 0.371 0.058 0.707


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Eignevalue decomposition used in

approximation

We saw

Σ =


1.695 0.000 0.000 0.000 0.000
0.000 1.116 0.000 0.000 0.000
0.000 0.000 0.840 0.000 0.000
0.000 0.000 0.000 0.420 0.000
0.000 0.000 0.000 0.000 0.000


and now we approximate this by

Σ3 =


1.695 0.000 0.000 0.000 0.000
0.000 1.116 0.000 0.000 0.000
0.000 0.000 0.840 0.000 0.000
0.000 0.000 0.000 0 0.000
0.000 0.000 0.000 0.000 0.000


(There is nothing special about 3 here.)
Then we go back to calculate A3 = UΣ3V

t .
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SVD, back to the theory

Again, A is an m × n matrix. By the Spectral Theorem, let
v1, . . . , vn be an orthonormal basis of Rn consisting of eigenvectors
of AtA (not of A!).
Let the eigenvalue for vi be λi . We re-order things so that

λ1 ≥ λ2 ≥ · · ·λr ≥ 0.

We let V be the orthogonal n × n matrix whose ith row is vi .
Then writing vi for a column vector below, we have

√
λ1 0 · · · 0
0

√
λ2 · · · 0

... 0
. . . 0

0 0 · · ·
√

λn

× V × vi =


...
...√
λi
...


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SVD, IV: checking that UΣV = A

Let Σ be 
√

λ1 0 · · · 0
0

√
λ2 · · · 0

... 0
. . . 0

0 0 · · ·
√

λn


So at this point we know that ΣVvi =

√
λivi for all i .

Let U be the m × n matrix whose ith column is all 0 if λi = 0, and
otherwise is Avi/

√
λi .

Then for all i ,
(UΣV )vi = U(

√
λivi )

= A vi .(Trycheckingthislastpoint.)
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SVD, V: checking that UΣV = A

At this point, we know that

(UΣV )vi = Avi

for all i .
Small trick This implies that acutally the two matrices UΣV and
A are literally equal.
This is a good exercise; I’ll try to sketch the argument.
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The Leading Ideas Behind SVD

Suppose our A is an m × n matrix for m terms and n documents.
There are two leading idea behind SVD:
? Think about the covariance matrix AAt .
? Reduce the dimension drastically to get more information.
Suppose A is  0 0 2 0 0 1 2 0 0 0

1 0 0 0 0 0 0 0 0 1
1 0 1 0 3 0 3 0 1 0


What would AAt be?
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The Leading Ideas Behind SVD

At first glance, we represent the individual terms by column vectors
of length m:

ei = (0, 0, . . . , 1, . . . , 0)t

for the ith word.
However, ‖ei − ej‖, the usual distance between ei and ej is not
going to be any indication of how close the concepts behind these
words are.
We could do better with et

i A and et
j A.

What do these do?
And it would be even better to look at et

i AAt and et
j AAt .

These take into account the co-occurrences of ei and ej

The matrix et
i AAt is 1×m. So we think of it like a point in Rm.

We’d prefer it to be a point in a smaller dimensional space, like R2

or Rk for k << d .



Q520: Linear Algebra

Dropping the Dimension

Let’s set k = 2 and see how to drop the dimension appropriately.
Recall that our SVD is A = UΣV t , where

U is orthogonal, and its first few columns are eigenvectors of
AAt .

Σ has on its diagonal the square roots of the eigenvalues of
AAt .

Let’s write the first k columns of U as u1, . . . , uk .
Taking into account the co-occurrences, we prefer ut

i AAt .
The transpose of this is AAtui = λiui .
We want to “cut these down” to k = 2 dimensional space.
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Dropping the Dimension: the Formula

The way we map the 1× n query q into the k-dimensional space is
by

f (q) = qtUkΣ−1
k .

I will try to come up with an elegant statement of why this is right.
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Rank Reduction

Then AAt is symmetric, and also pretty sparse. Probably its rank
is close to m.
The same would be true if A came from a “noisy” picture. With
some random noise, probably no rows of A will be linear
combinations of the others.
But intuitively, we might want a version of A with lower rank.
This is what we do with SVD.
Incidentally, the SVD of a large matrix takes a lot of computation.
Even to find the eigenvalues of a “small” matrix like 100× 100
requires specialized algorithms. In this case, it is usually done with
the QR algorithm.
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The Leading Ideas Behind SVD

We know that
A = UΣV t ,

and Σ is an m × n diagonal matrix. Let’s replace Σ with

Σ2 =



√
λ1 √

λ2

0
. . .

0


We also replace U and V with their first 2 columns.
Then let’s re-assemble A into a new matrix

A2 = UΣ2V
t .

Then it turns out that A2 automatically has rank 2, and in fact

A2 will be the “closest” rank 2 m × n matrix to A.
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The Leading Ideas Behind SVD

For many applications, A2, or A50 or something similar is almost as
good as A, and yet it can be stored much more compactly.
For noise filtering, one of these approximations can even be better
than the “real” A.
For the Cog Sci and Information Retrieval aspects of SVD, there is
another intuition at work. The overriding feeling is that the
lower-rank versions of A are bound to be more informative.
The smaller rank should/could increase our information by bringing
out unseen relationships.
And the reconstruction of Ak from the first U, V , and the first k
singular values is easy; it requires no knowledge or meaning!


