The Sequence of Study Changes What Information Is Attended to, Encoded, and Remembered During Category Learning

Paulo F. Carvalho
Carnegie Mellon University

Robert L. Goldstone
Indiana University

The sequence of study influences how we learn. Previous research has identified different sequences as potentially beneficial for learning in different contexts and with different materials. Here we investigate the mechanisms involved in inductive category learning that give rise to these sequencing effects. Across 3 experiments we show evidence that the sequence of study changes what information learners attend to during learning, what is encoded from the materials studied and, consequently, what is remembered from study. Interleaved study (alternating between presentation of 2 categories) leads to an attentional focus on properties that differ between successive items, leading to relatively better encoding and memory for item properties that discriminate between categories. Conversely, when learners study each category in a separate block (blocked study), learners encode relatively more strongly the characteristic features of the items, which may be the result of a strong attentional focus on sequential similarities. These results provide support for the sequential attention theory proposing that inductive category learning takes place through a process of sequential comparisons between the current and previous items. Different sequences of items change how attention is deployed depending on this basic process. Which sequence results in better or worse learning depends on the match between what is encoded and what is required at test.

Keywords: interleaving, category learning, inductive learning, cue and category validity, comparison

There is a wide array of evidence that the sequence in which information is presented influences how we perceive, represent and learn new information (Bloom & Shuell, 1981; Brady, 2008; Clapper, 2014; Corcoran, Epstude, Damisch, & Mussweiler, 2011; Elio & Anderson, 1984; Helsdingen, van Gog, & van Merriënboer, 2011; Jones & Sieck, 2003; Li, Cohen, & Koedinger, 2013; Lipsitt, 1961; Mack & Palmeri, 2015; McDaniel, Fahler, & Pashler, 2013; Qian & Aslin, 2014; Samuels, 1969; Sandhofer & Doumas, 2008; Zeithamova & Maddox, 2009; Zotov, Jones, & Mewhort, 2011). In inductive category learning, for example, considerable research has analyzed the consequential differences between interleaving examples of different categories versus studying the same set of examples blocked by category. Although there is currently a sizable amount of research documenting the differences between these two sequencing strategies (Birnbaum, Kornell, Bjork, & Bjork, 2013; Kornell & Bjork, 2008; Kornell, Castel, Eich, & Bjork, 2010; Rohrer, 2009, 2012), and how they promote learning in different contexts (Carvalho & Goldstone, 2014b, 2015a; Kost, Carvalho, & Goldstone, 2015; Sana, Yan, & Kim, 2017; Zulkiply & Burt, 2013; Zulkiply, McLean, Burt, & Bath, 2012), less is known about the underlying cognitive processes leading to different learning from interleaved versus blocked study (Carvalho & Goldstone, 2015b). The main goal of this article is not, as with much of the previous research on interleaving and blocking of to-be-learned categories, to focus on which sequence is more beneficial but rather to identify the cognitive mechanisms that bring about empirically observed differences.

Most research on this topic finds robust differences in learning between interleaved and blocked study as measured by performance on a subsequent test task. The nature of this difference, however, is not uncontroversial. Whereas some research shows that interleaved study leads to improved learning and performance compared to blocked study (e.g., Rohrer & Taylor, 2007), other research shows the opposite (e.g., Carpenter & Mueller, 2013). For
example, Kornell and Bjork (2008) showed that learners who studied paintings from 12 different artists interleaved, rather than blocked, by artist were better at categorizing novel items at test (Experiments 1a and 1b; see also Kornell et al., 2010) and identifying whether the style of new paintings matched that of a previously studied artist or not (Experiment 2). Similar effects have been found using different materials and procedures (Carvalho & Goldstone, 2014b; Kang & Pashler, 2012; Li et al., 2013; Taylor & Rohrer, 2010; Zulkiply et al., 2012).

Conversely, Carpenter and Mueller (2013), showed that non-French speakers learned orthographic-to-phonological mappings in French (i.e., “-eau” and the corresponding sound /o/ in the words “bateau”, “carreau”, and “corbeau”, and “-er” and the sound /e/ in the words “adosser”, “attraper”, and “baver”) better when they studied different words with the same mapping blocked (“bateau”, “correau”, and “corbeau”, and “-er” and the sound /e/ in the words “adosser”, “attraper”, and “baver”) rather than inter-studied different words with the same mapping blocked (“bateau”, “correau”, and “corbeau”, and “-er” and the sound /e/ in the words “adosser”, “attraper”, and “baver”) better when they studied different words with the same mapping blocked (bateau, carreau, adosser, attraper, baver . . . ), rather than interleaving words with different mappings (bateau, adosser, carreau, attraper, corbeau, baver . . . ). This result has also been replicated with different materials and tasks (Carvalho & Albuquerque, 2012; Carvalho & Goldstone, 2011, 2014b; de Zilva & Mitchell, 2012; Goldstone, 1996; Kurtz & Hovland, 1956; Rawson, Thomas, & Jacoby, 2015; Zulkiply & Burt, 2013).

Carvalho and Goldstone (2014a, 2014b, 2015a, 2015b) proposed that this pattern of results can be parsimoniously explained by taking into account the requirements of the learning task and the attentional and encoding changes that each sequence of study promotes. The sequential attention theory (SAT; Carvalho & Goldstone, 2015b) proposes that during category learning, learners compare the current item with the previously studied one and, depending on the category assignment of the previous and current items, attend to similarities or differences between the two items. During each learning moment (e.g., a trial in a laboratory task), the learner evaluates similarities and differences between the current stimulus and the recollection they have of the previous item(s), as well as the correct category assignment of the previous exemplar and the current one. If the previous and current items belong to the same category, attention will be directed toward their similarities. However, if they belong to different categories, attention will be directed toward their differences. Across time, attention will be increasingly shifted toward relevant within-category similarities and between-category differences. This will, in turn, affect category representations, which will affect categorization decisions and recollection. With each new learning moment, the relevant properties will be progressively better encoded whereas irrelevant ones will be poorly or not encoded at all.

When categories are studied interleaved, the number of transitions between objects of different categories is frequent, which will result in attending to differences between categories on most trials by the process described above. In the same way, when categories are studied blocked, the likelihood of a within-category transition is high, which will increase attention toward within-category similarities by the same process (see Figure 1 for a schematic representation of this proposal). Furthermore, this process can also lead to encoding information that might not be central for learning the categories. For example, blocked study would lead participants to encode similarities within items of the same category that are also present in the other category and, therefore, cannot discriminate between the two categories.

Evidence for this process comes from studies using different types of categories. Carvalho and Goldstone (2014b) presented learners with low similarity or high similarity categories in either a blocked or interleaved sequence. Interleaved study improved categorization of novel items for high similarity categories (where identifying and encoding the differences between categories was key to strong categorization performance), whereas blocked study improved categorization of novel items for low similarity categories (where identifying and encoding the similarities among items of the same category was the major source of difficulty). Similar results have also been found using different materials (Zulkiply & Burt, 2013) and procedures (Carvalho & Goldstone, 2015a; Kost et al., 2015; Rawson et al., 2015), providing further support for SAT.

Although SAT provides a parsimonious theoretical framework and can account for a wide range of previous results showing interleaved and blocked study benefits (see Carvalho & Goldstone, 2015b), there is currently no direct evidence that learners attend to, remember, and encode different information in different sequences. The present work aims to fill this gap. To this end, we used stimuli composed of features that varied as to their category and cue validities.

![Figure 1](image). Schematic representation of the learning process proposed by the sequential attention theory and how interleaved and blocked sequences change what is encoded during study. See the online article for the color version of this figure.
The cue and category validity of a given feature are two measures of how that feature is distributed among all the objects present in the same and other categories. These measures are often times considered to be, respectively, measures of how diagnostic and characteristic a feature is for a category (Medin, 1983; Murphy, 1982; Murphy & Ross, 2005; Rosch & Mervis, 1975; Wissingwski, 1995), and they have been used in several models of categorization (e.g., Anderson, 1991; Murphy & Ross, 2005).

The cue validity of a feature \( F \) for a category \( A \) is defined as the probability of a category \( A \) given that the item has feature \( F \), \( P(X \mid A) \). One way to calculate the cue validity of \( F \) for \( A \) is by dividing the total number of items in \( A \) that have \( F \) by the total number of items (across all categories) that have \( F \). Higher values of cue validity are related with higher discriminability of that feature for a specific category. The category validity of feature \( F \) for category \( A \) is the probability that an item has feature \( F \) given that it is in Category \( A \): \( P(X \mid F \in A) \). Category validity can be calculated by dividing the total number of items in \( A \) that have feature \( F \) by the total number of items in \( A \). Higher values of category validity indicate that the feature is very characteristic of that category (i.e., the feature is frequently present in a given category).

A feature that is strongly associated with a category would be both highly discriminative (high cue validity) and highly characteristic of that category (high category validity). For example, the feature \( \text{barks} \) is strongly associated with the category \( \text{dog} \) because most dogs bark (high category validity) and most things that bark are dogs (high cue validity). However, it is possible to achieve high cue validity with low category validity by, for example, decreasing the number of items that have that feature in all other categories. Similarly, it is possible to achieve high category validity with low cue validity by increasing the number of items in other categories that have the feature.

If, as SAT suggests, interleaving focuses attention toward the differences between successive items of different categories, a direct prediction of SAT is that during interleaved study learners will be relatively more likely to encode discriminative features (features with high cue validity), regardless of how characteristic of the category they are (i.e., how frequently they are present in the category, their category validity). This is because these features are more likely to change between successive items of different categories. Conversely, during blocked study learners will be relatively more likely to encode the characteristic properties of the category, the features which are frequently associated with the category label and thus have high category validity, regardless of their discriminative value (i.e., even when they have low cue validity). This is because these features are likely to be sequential similarities between items of the same category and SAT suggests that blocked study biases attention toward the similarities among successive items of the same category.

We tested these predictions in a series of studies. Participants in all experiments studied two categories interleaved and two categories blocked in two different phases. Following each study phase, participants completed one or more tests designed to assess feature encoding. In Experiment 1 participants completed a generalization task with novel items differing from studied items on critical features as well as a feature prediction task, designed to test differences in relative category significance of each feature following different sequences. In Experiment 2 we tested learners’ memory for each type of feature across different retention intervals. Finally, in Experiment 3 we used eye tracker methods to identify which features learners looked at most during study.

### Experiment 1

To study which features are encoded during interleaved and blocked study we manipulated the statistics of the features in the training items such that some features had high cue validity but low category validity (discriminative features), whereas other features had low cue validity but high category validity (characteristic features; see Table 1). To test our prediction of differential encoding of these features following study with different sequences (see Introduction), we created transfer items that differed from studied items on the characteristic features only and items that did not differ from studied items on either of these two types of features. We predicted that following interleaved study, participants will be equally good at classifying both types of items because both types of items retain the features more likely to be encoded during study—the discriminative features. Conversely, following blocked study, participants will be better at classifying items that do not differ on the characteristic features compared to items with novel characteristic features. Even though both items can be easily classified into one of the categories based on their discriminative features, because during blocked study the similarities within categories are more likely to be encoded, characteristic features will have a greater tendency to be encoded as relevant for categorization. Their absence at test is expected to adversely impact performance. We should note that this is not to say that learners

<table>
<thead>
<tr>
<th>Category</th>
<th>Item</th>
<th>1</th>
<th>2</th>
<th>3</th>
<th>4</th>
<th>5</th>
</tr>
</thead>
<tbody>
<tr>
<td>A 1</td>
<td>1</td>
<td>(2, 1.3)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
</tr>
<tr>
<td>A 2</td>
<td>2</td>
<td>(2, 1.3)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
</tr>
<tr>
<td>A 3</td>
<td>3</td>
<td>(2, 1.3)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
</tr>
<tr>
<td>A 4</td>
<td>4</td>
<td>(2, 1.3)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
</tr>
<tr>
<td>A 5</td>
<td>5</td>
<td>(2, 1.3)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
</tr>
<tr>
<td>A 6</td>
<td>6</td>
<td>(2, 1.3)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
</tr>
<tr>
<td>A 7</td>
<td>7</td>
<td>(2, 1.3)</td>
<td>(1.5, 7)</td>
<td>(2, 1.3)</td>
<td>(2, 1.3)</td>
<td>(2, 1.3)</td>
</tr>
<tr>
<td>A 8</td>
<td>8</td>
<td>(2, 1.3)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
<td>(2, 1.3)</td>
<td>(2, 1.3)</td>
</tr>
<tr>
<td>A 9</td>
<td>9</td>
<td>(2, 1.3)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
<td>(2, 1.3)</td>
<td>(2, 1.3)</td>
</tr>
<tr>
<td>B 1</td>
<td>1</td>
<td>(3, 1.3)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
</tr>
<tr>
<td>B 2</td>
<td>2</td>
<td>(3, 1.3)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
</tr>
<tr>
<td>B 3</td>
<td>3</td>
<td>(3, 1.3)</td>
<td>(3, 1.3)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
</tr>
<tr>
<td>B 4</td>
<td>4</td>
<td>(3, 1.3)</td>
<td>(3, 1.3)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
</tr>
<tr>
<td>B 5</td>
<td>5</td>
<td>(3, 1.3)</td>
<td>(3, 1.3)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
</tr>
<tr>
<td>B 6</td>
<td>6</td>
<td>(3, 1.3)</td>
<td>(3, 1.3)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
</tr>
<tr>
<td>B 7</td>
<td>7</td>
<td>(3, 1.3)</td>
<td>(3, 1.3)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
</tr>
<tr>
<td>B 8</td>
<td>8</td>
<td>(3, 1.3)</td>
<td>(3, 1.3)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
</tr>
<tr>
<td>B 9</td>
<td>9</td>
<td>(3, 1.3)</td>
<td>(3, 1.3)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
<td>(1.5, 7)</td>
</tr>
</tbody>
</table>

**Note.** Numbers represent a specific feature value on each dimension. They represent independent feature values across Dimensions (i.e., a 2 on Dimension 1 is unrelated to a 2 on Dimension 2). A value of 2 or 3 is always a discriminative feature, whereas a value of 1 is a characteristic feature. Which part (eyes, legs, arms, antenna, mouth) corresponded to each dimension was counterbalanced across participants. Cue and category validity values for each feature value are presented in parentheses (cue validity, category validity).
will not attend to discriminative features during blocked study if these are relevant for the task at hand. Rather, our proposal, is that the characteristic features will be relatively better encoded in the blocked than interleaved study condition. In fact, because we used a categorization task, an overall degree of bias toward discriminative features might be expected (Markman & Ross, 2003; Yamashita & Markman, 2000).

Moreover, we also predicted that following each study sequence, learners would rate the importance of different features for categorization differently. If learners encode the characteristic features relatively more effectively during blocked study, we should expect not only that novel items without the characteristic features would be harder to classify but also that learners would rate characteristic features as relevant for categorization to a greater extent than do participants who studied the categories interleaved. To test this, participants completed a feature prediction task in which they were asked to either rate features for how likely it would be that an item with that feature belongs to a specific category (cue validity test) or how likely it would be that an item in Category X would have that specific feature (category validity test).

Method

All experimental protocols and consent materials for this and subsequent studies were reviewed and approved by the Indiana University Institutional Review Board.

Participants. A total of 100 undergraduate students at Indiana University agreed to participate in this study in return for partial class credit. Participants were randomly assigned to either the cue validity test (n = 53) or the category validity test (n = 47) groups.

Apparatus and stimuli. The stimuli used were images of alien creatures (see left panel of Figure 2 for examples of one item from each of two species of one of the families). Two types (families) of aliens were created, each including two categories (species). The two families of alien creatures differed only on their visual appearance and not on the underlying properties of the feature space used to create them.

Each alien creature was composed of five feature-dimensions (i.e., Arms, Legs, Eyes, Mouth and Antenna), and each creature could have different feature values for each dimension. A total of 5 feature values were created for each dimension (see Figure 3 for some examples). During the study phase, participants studied items that followed the structure in Table 1 (this table also includes information about the cue and category validity of each feature value).

For Dimensions 1–4 there were three possible feature values. Two of these values predicted category membership (discriminative features; values 2 and 3 in Table 1). However, these discriminative features were overall infrequent in the space (each having 33% probability of being present, low category validity). The third value (Value 1 in Table 1) was a characteristic feature. This feature did not predict category assignment (low cue validity) but was highly frequent in both categories, therefore presenting high category validity for both categories. Dimension 5 could assume one of 3 feature values. These features did not predict category assignment and were overall infrequent in the space (random features, both low cue and category validity), and were included to increase variability in the space and the presence of unique items.

An additional transfer set was created for each category. This set was composed of characteristic-changed items and characteristic-preserved items (see right panel of Figure 2 for examples). Both types of items differed from studied items on the feature values presented on Dimension 5. The random features were replaced by novel features that participants had never seen before (see Table 2). In addition, characteristic-changed items also included a novel feature that replaced the characteristic features presented during study (see Table 2).
One family of alien creatures (two species) was randomly selected to be studied blocked and the other family (two species) was studied interleaved. The feature-values and dimensions used were counterbalanced across participants.

Each category was given a unique label. At the start of the experiment one label was randomly picked for each category from the following pool: beme, kipe, vune, coge, zade, and tyfe.

**Table 2**

<table>
<thead>
<tr>
<th>Category</th>
<th>Type of item</th>
<th>Item</th>
<th>1</th>
<th>2</th>
<th>3</th>
<th>4</th>
<th>5</th>
</tr>
</thead>
<tbody>
<tr>
<td>A</td>
<td>Characteristic-changed</td>
<td>1 2 4 4 4 6</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>A</td>
<td>Characteristic-changed</td>
<td>2 2 4 4 4 7</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>A</td>
<td>Characteristic-changed</td>
<td>3 2 2 4 4 6</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>A</td>
<td>Characteristic-changed</td>
<td>4 4 2 4 4 7</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>A</td>
<td>Characteristic-changed</td>
<td>5 4 2 2 4 6</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>A</td>
<td>Characteristic-changed</td>
<td>6 4 4 2 4 6</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>A</td>
<td>Characteristic-changed</td>
<td>7 4 4 2 2 6</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>A</td>
<td>Characteristic-changed</td>
<td>8 4 4 4 2 7</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>A</td>
<td>Characteristic-changed</td>
<td>9 4 4 4 2 6</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>A</td>
<td>Characteristic-preserved</td>
<td>10 2 1 1 1 6</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>A</td>
<td>Characteristic-preserved</td>
<td>11 2 1 1 1 7</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>A</td>
<td>Characteristic-preserved</td>
<td>12 2 2 1 1 6</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>A</td>
<td>Characteristic-preserved</td>
<td>13 1 2 1 1 7</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>A</td>
<td>Characteristic-preserved</td>
<td>14 1 2 2 1 6</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>A</td>
<td>Characteristic-preserved</td>
<td>15 1 1 2 1 7</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>A</td>
<td>Characteristic-preserved</td>
<td>16 1 1 2 2 6</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>A</td>
<td>Characteristic-preserved</td>
<td>17 1 1 1 2 7</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>A</td>
<td>Characteristic-preserved</td>
<td>18 1 1 1 2 6</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

*Note.* Numbers represent a specific feature. Numbers are independent across Dimensions (i.e., a 2 in Dimension 1 is not the same as a 2 in Dimension 2). Participants were also tested on comparable items for Category B. Which part (eyes, legs, arms, antenna, mouth) corresponded to each dimension was counterbalanced across participants.

**Design and procedure.** Participants studied four categories. Two categories were studied interleaved and another two were studied blocked. This experiment had three phases, always presented in the same order. Participants started by studying two categories (study phase), followed by classification of novel items (transfer task), and then a feature-prediction task in which participants rated the likelihood of different features being part of a category based on what they learned during the study phase. Participants completed the three phases with one pair of categories from one of the alien families in one of the study sequences and then completed the three phases again with a different pair of categories from a different alien family and a different study sequence.

During the study phase, participants were told that a new planet had been discovered and that new species of alien creatures had been found. Each creature could be classified into one species based solely on their visual appearance. Participants were then instructed to classify each creature presented as belonging to one of two species by pressing a button with the name of the species on the screen.

On each trial an image of an alien creature was presented in the center of the screen. After 1,500 ms, two buttons were presented at the bottom of the screen and participants were tasked with providing a classification. Immediately after a classification, feedback was presented in the center of the screen by replacing the image classified with “CORRECT!” or “INCORRECT.” There was no time limit for responses but participants were instructed to respond as quickly and accurately as possible. Participants completed a total of four blocks of study. In the interleaved condition, in all blocks, after the presentation of an item from one category an item from the other category was presented. In the blocked condition, we included this delay to approximate the timing in this procedure to that of procedures used in our previous studies and to guarantee that participants studied the item before pressing the response key and advance the trial.
tion, two blocks contained only presentations of one category, followed by two blocks with presentations from the other category.

The transfer task was similar to the previous phase except participants were not given feedback following each response and the order of presentation of items belonging to each of the two categories was randomized. There were three types of items presented during the Transfer Phase. Items that participants had studied in the previous phase (studied items), items that differed from the studied items only in the values of the random features (characteristic-preserved items) and items that differed from the studied items in the values of the random features as well as the value of the characteristic features (characteristic-changed items).

During the feature prediction task, participants were shown images of different features. There were four types of features: features that were characteristic of both categories during study (characteristic features), features that discriminated between the two categories during study (discriminative features), features that were presented for the first time during the transfer task to replace the studied characteristic feature (novel-transfer features), and novel features never presented during the experiment (novel features).

Half the participants were shown the feature and asked to rate on a 1–100 scale the likelihood of an alien in a specific category having the feature presented. A rating of 1 was described as indicating that it would be unlikely, whereas a rating of 100 would indicate that it would certainly belong to that category. The other half of the participants were shown the feature and asked to rate on a 1–100 scale the likelihood of an alien with that feature belonging to a specific category. For both conditions, trials were presented randomly and participants were instructed to use the entire scale when providing their ratings. The protocols used in this and subsequent studies were approved by the Office of Research Compliance of Indiana University.

Results and Discussion

The two main questions of interest in this experiment are (a) Does the sequence of study change what features are encoded during study and therefore available at test, and (b) Does the sequence of study change the perceived relevance of different features for category assignment?

Transfer task. To answer the first question, we can look at accuracy during the transfer task. If learners relatively strongly encode the similarities within each category during blocked study, as we have proposed, then transfer performance for characteristic-changed items should be worse than for characteristic-preserved items. Similarly, if during interleaved study learners are relatively more likely to encode the differences between the categories, they should show equivalent transfer performance for both types of items because both preserve the discriminative feature unaltered. Because the dependent variable of interest in this analysis (accuracy) is proportional in nature, accuracy data were first submitted to an empirical logit transformation. We plot the raw accuracy data.

Overall, the sequence of study did not affect performance on the transfer task, $F(1, 99) < 1$. The overall effect of type of item was also not statistically significant, $F(1, 99) = 2.99, p = .087, \eta_p^2 = .03$. However, as it can be seen from the plot depicting the results of the transfer task in Figure 4, there was an interaction between type of item and study sequence, $F(1, 99) = 9.15, p = .003, \eta_p^2 = .01$. Post hoc $t$ tests using Holm correction (Holm, 1979) further confirm that this interaction follows the predicted pattern. Participants who studied the items blocked classify new items that preserve the characteristic feature more accurately than new items that do not preserve this feature, $t(99) = 3.18, p = .008, d = 0.319$. Contrariwise, participants who studied the items interleaved classified both types of items with similar accuracy levels, $t(99) = 0.86, p = .523, d = 0.086$. Moreover, participants’ sensitivity to the discriminative features did not vary between the two sequences of study; participants were equally good at classifying characteristic-changed items in both conditions, $t(99) = 2.10, p = .115, d = .210$.

The hypothesis outlined in the introduction assumes that following interleaved study, learners should show equivalent classification accuracy for all the transfer items because during study they encoded the discriminative features relatively efficiently and therefore they are more strongly associated with category assignment and better remembered than the other features. This implies that following interleaved study, learners should be as good at categorizing novel items with changed characteristic features as at categorizing studied items, because these items do not differ on the discriminative features that participants have encoded.

Conversely, during blocked study, our hypothesis was that learners encode more efficiently the similarities within the categories compared to interleaved learners. This includes to some degree the discriminating features but to a greater degree, the characteristic features. Therefore, during the transfer task we expected a decrement in performance for characteristic-changed items relative to studied items due to the absence of the encoded characteristic features, but not for characteristic-preserved items because these preserve most of the features that were encoded during study (both the characteristic and discriminative features).

Figure 4. Results of the transfer task of Experiment 1. Chance performance in this task was 0.50. Error bars represent standard errors of the mean. See the online article for the color version of this figure.

\footnote{For this and following studies, we did not analyze performance during the study phase because the sequence of presentation of the categories was deterministic for both conditions (AAABBB and ABABAB), which led to ceiling performance across both conditions. This level of performance might not be indicative of learning but participants’ understanding of the transition probabilities (see Carvalho & Goldstone, 2014b).}
To test this prediction, we can compare performance during the transfer task between studied items and each of the novel items: characteristic-changed and characteristic-preserved. Both types of novel items differ from studied items by including novel features in Dimension 5 (noncharacteristic and nondiscriminative features). In addition, characteristic-changed items also include new features that replace the characteristic features studied. If performance for characteristic-changed items is worse than for studied items, this means that a change in the characteristic features negatively impacts performance. If performance is also worse for characteristic-preserved than studied items, then any change from studied items negatively impacts performance. This comparison keeps constant the effect that time elapsed between study and the transfer task might have had, as we are comparing performance only for items presented during the transfer task. For this analysis we calculated, for each participant, a difference score between transfer performance for studied and each of the novel items. A value of zero on this measure indicates that participants’ performance at test is not influenced by introducing novelty. Whereas negative values indicate a negative impact of the change. We are interested in differences between the conditions depending on what changed between studied and test items. The results of this analysis are plotted in Figure 5.

We found a significant interaction between sequence of study and type of change in the transfer items, $F(1, 99) = 7.95, p = .006, \eta^2_p = .009$. Pairwise $t$ tests using Holm correction for multiple comparisons show that whether the characteristic feature was changed or not had an impact on performance for blocked study only, $t(99) = 3.189, p = .012, d = 0.319$. No other pairwise comparison reached statistical significance (all $ps > .191$). Overall, this pattern of results provides further evidence that replacing the characteristic features in characteristic-changed items has a negative impact on generalization following blocked study, whereas other novelty introduced at test does not affect performance, and that both sequences of study result in equal sensitivity to the discriminative features.

In sum, the results of the transfer task show that blocked study results in better encoding of the similarities among items of the same category, namely the characteristic features. Overall, learners in the interleaved sequence seem to ignore characteristic features, whereas during blocked study these features are attended to and effectively encoded.

**Feature-prediction task.** To answer the second question, that is, whether the sequence of study changes the perceived relevance of different features for category assignment, we can look at the results of the feature-prediction task. If the sequence of study influences the perceived relevance of different features for categorization, then we should see an interaction between the type of feature being rated and the sequence of study.

We asked participants to rate how predictive a feature was of a particular category (cue validity test group) or how predictive a category was of a particular feature (category validity test group). For both types of questions, there were two critical features presented: the characteristic features studied and the discriminative features studied. We also included two other features to serve as controls: the novel features introduced during the transfer phase to replace the characteristic features (transfer features) and novel features never seen before.

Overall participants rate as more predictive the studied features than any of the novel features (all $ps < .05$) for all the comparisons analyzed and rate discriminative features as more likely to belong to their correct category than the opposite category (all $ps < .05$). This pattern of results indicates that they understood the task and are in fact using their recollection of the feature distribution (see also Figure 6 for a full comparison of the ratings of several features). Considering now the critical features (discriminative and characteristic features), although participants provide overall higher mean ratings for cue validity test questions ($M = 48.39, SD = 22.02$) than for category validity test questions ($M = 40.52, SD = 25.60$; $F(1, 98) = 4.21, p = .043, \eta^2_p = 0.019$), the overall pattern of results is similar for both types of questions and the type of question did not interact with any of the other factors ($ps > .053$). Therefore, in all the analyses below we collapse across type of question.

Across both study sequences, participants provided higher ratings for discriminative ($M = 59.73, SD = 24.89$), than characteristic features ($M = 49.90, SD = 19.41$), $F(1, 99) = 43.13, p < .0001, \eta^2_p = 0.047$. This results suggests that learners are aware of...
the high cue validity of the discriminative feature, which would be expected from successful learning. Moreover, they also overestimate its category validity compared to characteristic features. This could be the result of a bias to assume that discriminating features are also characteristic of a category.

However, no main effect of sequence, $F(1, 99) < 1$, or interaction between type of feature and sequence of study, $F(1, 99) < 1$, were found. Nonetheless, it is possible that because all participants learned the categories presented, regardless of sequence of study, the discriminative feature becomes more salient for all learners. One important difference might be how this takes place over time. For blocked study, because learners start by studying one category in isolation and encoding the similar properties among stimuli of the same category, it is unlikely that they overestimate the importance of the discriminative feature over the characteristic ones until they start studying the second category. For interleaved study, on the other hand, learners should encode more effectively differences between categories. Therefore, they should be aware of this critical difference from the beginning of the training and start encoding the discriminative feature as more relevant for both categories. Thus, we predict that for blocked study the ratings for the first and second category will differ, whereas for interleaved study the pattern will be the same both for the first and second category studied.

The plot in Figure 6 shows the mean ratings for defining and characteristic features for the first category studied (left panel) and for the second category studied (right panel), for blocked study (top row), as well as for interleaved study (bottom row). As can be seen from Figure 6, there is a three-way interaction between type of feature to be rated (characteristic vs. discriminative), which category is being probed (first vs. second), and the sequence of study (interleaved vs. blocked), $F(1, 99) = 6.77, p = .011, \eta_p^2 = 0.005$. For participants who studied the categories blocked, the difference in ratings for discriminative and characteristic features depends on whether the first or second category is being probed, $F(1, 99) = 18.03, p < .0001, \eta_p^2 = 0.030$. More specifically there is no difference between ratings for discriminative and character-

3 For interleaved study, the first category studied was defined as the category of the first stimulus studied by the participant, for each participant.
istic features for the first category studied, \( t(99) = 0.38, \) corrected \( p = .702, d = .038; \) but for the second category the ratings are higher for discriminative features than for characteristic features, \( t(99) = 6.07, \) corrected \( p < .0001, d = 0.607. \) Conversely, for interleaved study there is no interaction between the type of feature and what category is being probed on the ratings provided, \( F(1, 99) = 3.23, p = .076, \eta^2_{p} = 0.060, \) for both categories participants rate the discriminative feature as more relevant for categorization. Taken together, the results of this experiment make two important contributions by (a) showing that different sequences of study result in the encoding of different properties of the stimuli and (b) that these differences are likely to result from a process of in time stimulus comparison. Participants who studied the categories blocked showed worse transfer to new items that differed from studied items on the characteristic (but nondiscriminative) feature when compared to both new items that did not differ on this feature and studied items. This is an impressive result because, to perform well in this task, participants had only to learn which discriminative features were associated with each category. The fact that, despite that, we find a role of characteristic features following blocked study speaks to how emphasized they were during study in that sequence. Moreover, these participants rated as equally relevant for categorization both types of features for the first category studied, but not for the second category studied. This suggests that attention toward and encoding of the discriminative feature is the result of having the opportunity to contrast two categories. Conversely, learners who studied the items interleaved show no decrement in performance for transfer items that vary the characteristic features and rate the discriminative features as more likely to occur than characteristic features regardless of which category is being probed.

**Experiment 2**

The main goal of this experiment was to extend the results of Experiment 1 to a memory task that allowed us to test the prediction that learners remember different information from different study sequences. This new test provides convergent evidence to the results of Experiment 1, showing that the sequence of study changes not only what is encoded, but this differential encoding has consequences for what information about the studied items learners will remember.

Participants completed the same study task as in Experiment 1. Following this study phase, learners completed a recognition memory task. During this task, participants were presented with features one at time and asked to rate on a scale from 1 to 6 whether they had seen that feature during study or not. We presented studied characteristic features as well as discriminative features for each category studied (first vs. second). We also included foils that resembled the studied features but varied on either color or shape. Different groups of learners completed the memory task at different intervals: immediately after study, 3 min after study, or 1 to 3 days after study. We included several retention intervals because it has been shown before in the literature on spacing of verbatim repetitions that the length of the retention interval has an effect on the spacing effect (Cepeda, Pashler, Vul, Wixted, & Rohrer, 2006; Crowder, 1976; Donovan & Radosevich, 1999; Janiszewski, Noel, & Sawyer, 2003; Murray, 1983), and similar results have been shown with interleaved study of category items (but see Carvalho & Goldstone, 2014a; Ste-Marie, Clark, Findlay, & Latimer, 2004).

We predict an interaction between the sequence of study and which features are remembered more effectively. Characteristic features should be relatively well remembered following blocked compared to interleaved study, whereas discriminative feature should be relatively well remembered following interleaved compared to blocked study. Moreover, because these memory differences are the direct result of how efficiently different features were encoded during study, we expect a similar decay function for all features across both sequences of study.

**Method**

**Participants.** A total of 302 undergraduate students at Indiana University agreed to participate in this study in return for partial class credit. Participants were randomly assigned to either the immediate (\( n = 104 \)), the 3-min delay (\( n = 74 \)), or the extended delay (\( n = 124 \)) conditions. Participants in the extended delay condition were asked to return to the lab within 3 days of the initial study session for the test session. Participants were free to schedule their follow-up date for a time convenient to them within these constraints.

Data from 25 participants were excluded from analyses. Data from 2 participants in the Immediate condition were excluded due to a computer error during data collection. Data from 22 participants in the extended delay condition were excluded due to failure to complete the test session. Only one participant in the extended delay condition returned to the lab within 24 hours, therefore data from this participant were excluded from analyses.

**Apparatus and stimuli.** The stimuli used during the study phase of this experiment were the same as for Experiment 1. During the memory phase we used the characteristic and discriminative features studied as well as two types of novel, never studied features: features that varied in shape relative to each of the studied features, and features that varied in color relative to each of the studied features (see Figure 7 for some examples). These novel features were designed to be highly similar to the studied features, increasing the need for a precise recollection of the studied feature.

**Design and procedure.** There were two phases in this experiment: study phase and memory phase. In all conditions participants started by completing a study phase similar in every aspect to that of Experiment 1. Following the end of the study phase participants completed a memory task. Participants in the immediate test condition completed the memory task immediately after the end of the study phase, and participants in the 3-min delay condition completed a 3-min distractor task where they were asked to answer trivia questions. Participants in the extended delay condition completed only the study phases for each sequence of study in the first visit to the lab and were asked to return to the lab within 3 days to complete the memory phase (participants were never told that there would be a memory task, only that a follow-up was necessary).

The memory task was identical for all groups of participants. Participants were shown a feature in the center of the screen and asked to rate between 1 ("sure never seen it") and 6 ("sure seen it"), whether they had seen that feature during the study phase. Studied features were presented on 1/3 of the trials; on the remaining trials, novel features were presented. Features could be classi-
fied as characteristic, discriminative of the first category or discriminative of the second category, depending on whether that feature had been characteristic of both categories or discriminative of one of the categories during study (for studied items), or was a variation of a characteristic or discriminative features during study (for novel items). Trials were presented in random order and participants were instructed to use the whole scale when providing their ratings.

Results and Discussion

The final sample included a total of 102 participants who completed the memory test immediately after finishing the study, 74 participants who completed the memory task following a 3-min delay, 62 who completed the memory task 2 days after the study phase, and 39 who completed the memory task 3 days after the study phase. In all subsequent analyses, we will use these groups to establish a forgetting function for the different types of features studied and different study sequences.

We started by looking at the average ratings for each type of feature (characteristic vs. discriminating of the first category vs. discriminating of the second category), retention interval (immediate vs. 3 min vs. 2 days vs. 3 days), and sequence of study (interleaved vs. blocked). The average ratings are presented in Table 3. Participants’ average ratings of the items decreased with increasing retention intervals, $F(1, 275) = 8.32, p = .004, \eta^2_p = .013$, and varied depending on the type of feature being rated, $F(2, 550) = 21.46, p < .0001, \eta^2_p = .012$. Importantly, participants’ ratings of different types of features were modulated by the sequence of study, $F(2, 550) = 14.23, p < .0001, \eta^2_p = 0.007$.

Following blocked study, participants provided on average similar ratings.

### Table 3

<table>
<thead>
<tr>
<th>Retention interval</th>
<th>Characteristic</th>
<th>Discriminative first category</th>
<th>Discriminative second category</th>
<th>Average</th>
</tr>
</thead>
<tbody>
<tr>
<td>Blocked study</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Immediate</td>
<td>3.626 (1.969)</td>
<td>3.324 (1.937)</td>
<td>3.504 (2.043)</td>
<td>3.484 (1.987)</td>
</tr>
<tr>
<td>3 min</td>
<td>3.507 (1.944)</td>
<td>3.269 (1.880)</td>
<td>3.584 (1.929)</td>
<td>3.453 (1.922)</td>
</tr>
<tr>
<td>2 days</td>
<td>3.477 (1.883)</td>
<td>3.289 (1.839)</td>
<td>3.435 (1.938)</td>
<td>3.401 (1.888)</td>
</tr>
<tr>
<td>3 days</td>
<td>3.35 (1.944)</td>
<td>3.051 (1.846)</td>
<td>3.316 (1.914)</td>
<td>3.239 (1.905)</td>
</tr>
<tr>
<td>Average</td>
<td>3.522 (1.941)</td>
<td>3.263 (1.889)</td>
<td>3.484 (1.973)</td>
<td>3.423 (1.938)</td>
</tr>
<tr>
<td>Interleaved study</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Immediate</td>
<td>3.565 (1.947)</td>
<td>3.45 (1.921)</td>
<td>3.422 (1.955)</td>
<td>3.479 (1.942)</td>
</tr>
<tr>
<td>3 min</td>
<td>3.497 (1.936)</td>
<td>3.489 (1.943)</td>
<td>3.389 (2.003)</td>
<td>3.458 (1.960)</td>
</tr>
<tr>
<td>2 days</td>
<td>3.571 (1.895)</td>
<td>3.435 (1.834)</td>
<td>3.347 (1.947)</td>
<td>3.451 (1.894)</td>
</tr>
<tr>
<td>3 days</td>
<td>3.357 (1.935)</td>
<td>3.308 (1.927)</td>
<td>3.286 (1.916)</td>
<td>3.317 (1.925)</td>
</tr>
<tr>
<td>Average</td>
<td>3.519 (1.931)</td>
<td>3.437 (1.909)</td>
<td>3.377 (1.960)</td>
<td>3.444 (1.934)</td>
</tr>
<tr>
<td>Grand Total</td>
<td>3.52 (1.936)</td>
<td>3.35 (1.900)</td>
<td>3.431 (1.967)</td>
<td>3.434 (1.936)</td>
</tr>
</tbody>
</table>

*Note.* Marginal averages are presented for each type of feature, each delay condition, and each Schedule × Type of Feature Combination.
ratings for characteristic and discriminative features of the second category, \( t(276) = 0.92, p = .360, d = 0.055 \). Ratings for both of those features were on average higher than for discriminative features of the first category, \( t(276) = 5.73, p < .001, d = .344 \) and \( t(275) = 4.65, p < .0001, d = 0.279 \), respectively. Following interleaved study, on the other hand, participants provided equivalent ratings for both discriminative features of the first and second categories, \( t(276) = 1.49, p = .138, d = 0.089 \), and between the characteristic and discriminative features of the first category \( t(276) = 1.93, p = .108, d = 0.116 \). Participants’ ratings were higher for characteristic than discriminative features of the second category, \( t(276) = 3.18, p = .005, d = 0.191 \).

This pattern of results suggests that learners remember differently different properties of the studied items depending on the sequence in which the categories were studied. However, this measure is not specific to memory accuracy, but could instead in addition represent changes in criterion used. That is, higher ratings could be related with the use of lower criteria for some features (differences between conditions resulting from overall higher ratings to both novel and old items) or to better memory accuracy for some features (differences resulting from overall higher ratings for old items and lower ratings for novel items). For a more precise estimate of learners’ memory, we calculated a measure of memory accuracy and repeated the analyses above using that measure. Because participants provided a rating on a scale and not a binary response, we adopted a signal detection approach to derive this measure. More specifically, we used receiver operating characteristics (ROCs) analysis to derive recognition accuracy from a set of ratings.

A ROC curve relates the rate of correct classification responses (hits) and incorrect classifications (false alarms; FAs) for a variety of criteria. We calculated hits and FAs by participant for each type of item (characteristic feature vs. discriminative feature of the first category vs. discriminative feature of the second category), for five different criteria to classify an item as having been seen before: (a) a rating of 2 or greater, (b) a rating of 3 or greater, (c) a rating of 4 or greater, (d) a rating of 5 or greater, and (e) a rating of 6. To correct for high hit and FAs rates we added 0.5 to the numerator and 1 to the denominator of the calculation for all criteria (Stanislaw & Todorov, 1999). The aggregate ROC curves for blocked and interleaved study, each type of feature and retention interval are presented in Appendix A.

To quantify the shape of the ROCs, we represented the ROCs in z-space by taking the z-score (the inverse of the standard cumulative normal distribution with mean of 0 and standard deviation of 1) of the hit and FAs rates (the aggregate zROC curves are presented in Appendix B). zROC curves have several properties extensively studied in recognition memory experiments (Yonelinas & Parks, 2007), thus this approach allows us to investigate learners’ memory by relying on these known properties of zROCs.

Two common measures derived from zROC curves are the slope and the intercept of the ROC curve in z-space (z-slope and z-intercept). The z-slope indicates the symmetry of the ROC curve. Although different models suggest different sources for asymmetry (z-slopes different from 0), it is usually associated with encoding variability of the source items, recollection/familiarity differences, or attentional factors (Yonelinas & Parks, 2007). Differences in z-intercept are associated with changes in sensitivity, that is, recognition accuracy (Yonelinas & Parks, 2007). Several studies have shown that factors known to increase recognition memory result in increased z-intercepts (e.g., increasing the number of study presentations, Ratcliff, Sheu, & Gronlund, 1992). Moreover, overall, this measure is independent of changes in the asymmetry of the ROC curves, often taken as evidence of a dual-process memory system (Yonelinas & Parks, 2007). Because we are interested in memory accuracy changes for different types of features between the two study sequences and the associated forgetting curve, in the following analyses we will focus only on z-intercepts. To avoid potential documented issues associated with analyzing only the averaged version of the ROCs (see, e.g., Malmberg & Xu, 2006; Morey, Pratte, & Rouder, 2008), we calculated for each participant the best-fitting line for the ROC curves in z-space using conventional regression methods and took the intercept of that line. For each participant, we took the intercept of the best fitting line for the 5 points provided (one for each possible criteria).

Figure 8 shows the mean z-intercepts for each type of item in each sequence of study and study-test delay condition. As one would expect, participants’ recognition accuracy decreases with increasing temporal delay, \( F(1, 275) = 13.72, p = .0003, \eta^2_p = 0.02 \) (even though this decrease does not vary between the two sequences of study, \( F(2, 550) = 2.53, p = .11, \eta^2_p = 0.002 \)). Moreover, overall, participants’ recognition accuracy (z-intercept) was better following interleaved (\( M = 0.633, SD = 0.632 \)) than blocked study (\( M = 0.568, SD = 0.630 \)), \( F(1, 275) = 4.06, p = .045, \eta^2_p = 0.003 \). Finally, there was also an overall effect of type of item, \( F(2, 550) = 13.46, p < .0001, \eta^2_p = 0.09 \), with worse memory for the discriminative features of the first category (\( M = 0.516, SD = 0.633 \)), compared to both the characteristic features (\( M = 0.635, SD = 0.629 \), \( t(276) = 4.08, p < .0001, d = 0.245 \)), and the discriminative features of the second category (\( M = 0.650, SD = 0.627 \), \( t(276) = 4.89, p < .0001, d = 0.294 \)). No difference was found between memory for the discriminative features of the second category and memory for the characteristic features, \( t(276) = 0.53, p = .595, d = 0.032 \).

Of particular relevance is the significant interaction between type of item and study sequence evident in in the plot of z-intercepts by study sequence and retention interval presented in Figure 8, \( F(2, 550) = 6.11, p = .002, \eta^2_p = 0.004 \). This interaction was not affected by changes in the duration of the retention interval, \( F(1, 99) = 1.40, p = .247, \eta^2_p = 0.001 \). Whereas following interleaved learners remember the different features to the same level of accuracy, \( F(2, 552) < 1 \), following blocked study the type of feature influences their memory accuracy, \( F(2, 552) = 19.23, p < .0001, \eta^2_p = 0.0257 \). To further describe this influence, we conducted a series of pairwise post hoc t tests using Holm correction for multiple comparisons. Following blocked study participants’ memory is significantly more accurate for the characteristic features (\( M = .635, SD = .640 \)) and the discriminative features of the second category (\( M = 0.644, SD = 0.603 \)), compared to the discriminative features of the first category, \( M = .425, SD = .626 \), \( t(276) = 4.95, p < .0001, d = .297 \), and \( t(276) = 5.67, p < .0001, d = .340 \), respectively. No difference in memory accuracy was found between the discriminative features of the second category and the characteristic features following blocked study, \( t(276) = 0.22, p = .830, d = 0.013 \).

Overall, the results of this experiment show that learners’ memory of what is studied is affected by the sequence in which
information is studied. We saw an interaction between the type of feature and the sequence of study on the two measures studied: learners’ raw ratings and memory accuracy. For blocked study, characteristic features were relatively better recalled than the discriminating features of the first category. This is consistent with the proposal that during blocked study learners encode more effectively similarities within the categories. Moreover, as we saw in Experiment 1, the fact that memory accuracy did not differ between characteristic and discriminating features of the second category suggests a temporal profile by which, after contrast with another category, discriminating features might gain some greater encoding. One interpretation of this pattern of results could be the existence of a recency effect for the second category studied blocked (Baddeley & Hitch, 1977; Glanzer, Adams, Iverson, & Kim, 1993; Glanzer & Cunitz, 1966). However, the fact that the duration of the retention interval did not significantly change this pattern of results argues against this possibility (Phillips & Christie, 1977). Moreover, a recency bias interpretation of these results would predict that characteristic features would be more strongly associated with the second category than the first, which was not the case in the feature prediction task of Experiment 1.

In contrast, following interleaved study, learners’ memory accuracy did not differ considerably between the three types of features, even though ratings were slightly higher for the discriminating features of the second category studied. One possible reason why we saw no differences in memory accuracy for the different features studied interleaved might be connected with differences in number of presentations. Characteristic features were presented more times than discriminating features; the fact that there is no difference between these two types of features can be interpreted as a powerful encoding of the discriminating features during interleaved study, despite having been studied considerably less times.

Overall, these results are consistent with our proposal that blocked learners more strongly encode the similarities within categories relative to interleaved learners, resulting in a relative benefit toward encoding the characteristic features of the categories, whereas interleaved learners more strongly encode the differences between items of different categories relative to blocked learners, resulting in a relative benefit toward the discriminating features of the categories.

### Experiment 3

The previous two experiments suggest that learners encode different properties of the items being studied during interleaved compared to blocked study. Moreover, these encoding differences result in recognition memory differences at several time delays. Although this is compelling evidence that the sequence of study changes what is encoded, we do not have direct evidence of attentional changes during study that lead to encoding differences between the two sequences. SAT suggests that learners will learn to attend to different information because of the way examples are organized in the different sequences, which ultimately will result in different encoding and memory for the information studied (Carvalho & Goldstone, 2015b).

Previous research using eye tracker technology has demonstrated that eye gaze can be a good indicator of attentional flexibility. This measure of overt attention matches modeling predictions of how attention changes during category learning (Kruschke, Kappenman, & Hetrick, 2005; Rehder & Hoffman, 2005a, 2005b) and suggests that learners can rapidly learn to differentially allocate their attention (Blair, Watson, Walshe, & Maj, 2009). For example, Chen, Meier, Blair, Watson, and Wood (2013; see also Blair, Watson, & Meier, 2009) showed that learners were more likely to fixate category-relevant than category-irrelevant features of the objects and that learners’ patterns of fixation show consistent regularities. Thus, eye gaze can be a diagnostic measure of overt attention during learning that has been
shown to map to predictions of attentional changes during category learning.

Building on this previous research, in this experiment we use eye tracking technology to study how the sequence of study changes the moment-by-moment allocation of attention. According to SAT we predict that learners will spend relatively more time looking at similarities between successive items during blocked study and differences between successive items during interleaved study.

Method

Participants. A total of 91 undergraduate students participated in this study in return for partial study credit. Data from 24 students were excluded due to computer issues (n = 4), experimenter error (n = 2), unsatisfactory calibration (n = 3), or insufficient number of valid eye tracking samples (more than 40% of samples in a trial with missing information) for more than 40% of the total trials in the study (n = 15).

Apparatus and stimuli. The stimuli used during the study phase of this experiment were the same as in Experiment 1. Images were presented on a 23" monitor with 1,920 × 1,080 pixels resolution. Eye gaze information was collected using an integrated Tobii Eye Tracker (model TX300; Tobii AB, Danderyd, Sweden), at a 120 Hz sampling frequency. Participants sat approximately 60 cm away from the center of screen. Their position was adjusted so that participants’ eye gaze was centered on the screen (relative to both horizontal and vertical axes) at the beginning of the experiment.

Stimulus presentation, data response collection, and eye tracking data were collected using E-Prime 2.0 (Psychology Software Tools, Inc, Pittsburgh, PA) with Tobii Extensions (Tobii Technology BA, Stockholm, Sweden). Eye tracking data was analyzed using custom code written in R (R Core Team, 2013). Regions of interest (ROIs) were defined as a rectangular shape around each of the features of the item. For features that were divided (e.g., arms), two ROIs were defined but the average of the two was computed for comparison with the other ROIs.

Design and procedure. Participants started by completing a 9-point calibration of the eye tracking system. Following satisfactory calibration, participants started the experimental task. The procedure was similar to Experiment 1 except for the following changes. Participants completed only the study and transfer phases (one for interleaved and another for blocked study), but no feature prediction task. During the transfer task, participants saw only novel items. These changes were introduced to maintain the total duration of the study within 40 min.

Results and Discussion

The main hypothesis being tested in this experiment is that learners will attend to different properties of the items depending on the sequence of study. We started by analyzing looking time for the discriminative features and characteristic features. To this end, we calculated, for each study sequence and type of feature, the total time each participant spent looking at that feature during each of the study trials. To account for base-rate differences of how likely each feature was to occur, the total time looking during each trial was divided by the number of features of each type (discriminative or characteristic) presented on that trial. For analyses, the corrected total time looking at each type of feature was summed across trials for each participant and sequence to achieve a total looking time score.

The left panel of Figure 9 shows the total time participants spent looking at each type of feature depending on study sequence. During blocked study participants spend less time looking at all the features (M = 923, SD = 676), than during interleaved study (M = 1,351, SD = 1,019), F(1, 66) = 11.32, p = .001, η² = 0.050.

Figure 9. Results of looking time analyses for Experiment 3. The left panel includes the results for looking time analyses by type of feature (characteristic vs. discriminative). The right panel includes the results when analyzing looking time by sequential similarity (features that differed between trial N and N - 1, and those that did not vary). Error bars represent standard errors of the mean. See the online article for the color version of this figure.
Moreover, participants spend more time looking at the discriminative \((M = 1,236, SD = 778)\) than the characteristic features \((M = 1,048, SD = 705)\), \(F(1, 66) = 45.00, p < .0001, \eta^2 = 0.017\). There was no interaction between the sequence of study and the type of feature on looking time, \(F(1, 66) < 1\).

These results indicate that there are no differences on how much learners attend to the two types of features presented depending on the sequence of study. At first look these data might seem contradictory to those of the previous experiments. If learners attend to the discriminative features more in both sequences, what drives the encoding and memory differences shown in Experiments 1 and 2? There are several reasons why one would not see an interaction between sequence of study and type of feature on looking time.

First, most participants learned the categories, which requires participants in both sequencing conditions to attend to discriminating features between the items to a considerable degree. Second, looking at discriminating and characteristic features might be the result of a process of sequential comparison by which during interleaved study learners look preferentially to features that are different between successive items (mostly discriminating features; see Table 1), whereas for blocked study there would be no such preference (attending to all features, at least for the first category; see results of the feature prediction task of Experiment 1). As an example, if the Item 1 from category A in Table 1 is immediately followed by Item 4 of category B, there was a change from feature “2” to feature “1” in Dimension 1. Even though feature “1” is not predictive of categorization, according to SAT, it should be strongly encoded because it is a difference between different categories. Similarly, if Item 1 in category A is followed by Item 2 in category A, feature “2” in Dimension 1 should be strongly encoded because it is a similarity among items of the same category, whereas if Item 1 is followed by Item 4, feature “1” in Dimension 1 should be relatively ignored because it is not a similarity among items of the same category. Thus, differences in attention toward discriminative and characteristic features would result in similar preferences toward discriminative features that results not from a preference toward attending to discriminating features per se, but rather from the same process of information tracking in the context of different sequential statistical properties.

To investigate this possibility, we identified, for each subject and trial, the features that varied relative to the previous trial (different from previous trial), and those that were the same as in the previous trial (similar to previous trial) and calculated total time looking at each type of feature during the study phase. This score represents raw summed looking time. Importantly, sequential similarity/dissimilarity does not guarantee the discriminative value of the feature (e.g., there are differences between items of the same category as well as noncategory relevant differences between items of different categories; see Table 1). The results are depicted in the right panel of Figure 9.

Similarly to what was found with the previous analysis, learners spend overall more time looking at the items during interleaved study \((M = 3,023, SD = 1,857)\) than blocked study \((M = 2,099, SD = 991)\), \(F(1, 66) = 37.13, p < .0001, \eta^2 = 0.097\). Moreover, learners spend more time looking at properties that are different from those presented with the previous item \((M = 2,928, SD = 1,720)\), than to features that are the same \((M = 2,193, SD = 1,277)\), \(F(1, 66) = 125.52, p < .0001, \eta^2 = 0.064\). Importantly, there is a significant interaction between the sequence of study and type of feature, \(F(1, 66) = 83.21, p < .0001, \eta^2 = 0.040\). Pairwise comparisons using Holm correction indicate that learners look longer at different features than similar features during interleaved study, \(r(66) = 12.14, p < .0001, d = 1.48\), but not during blocked study, \(r(66) = 2.36, p = .062, d = 0.29\). Moreover, learners’ total time looking at different features during interleaved study is significantly higher than for either different, \(r(66) = 8.30, p < .0001, d = 1.01\), or similar, \(r(66) = 9.27, p < .0001, d = 1.13\), features during blocked study. All other comparisons did not reach statistical significance, all \(ps > .062\).

In sum, the results of this experiment indicate that (a) when correcting for baseline frequency differences, participants in this task spend overall more time looking at discriminative features than characteristic features, (b) participants spend overall less time looking at the features during blocked study than interleaved study, although this effect seems to be driven by the strong preference to attend to features that differ from those of the previously seen item during interleaved study, and (c) interleaved study results in a preference to attend to features that differ from the previous item studied, which will generally belong to a different category.

These results are consistent with the results of Experiment 1, Experiment 2, and SAT. During blocked study, learners do not show a bias toward differences between the current and previous item—this is likely to lead to strong encoding and memory of the characteristic features of the items, because these are more frequent, more often repeated among successive items and salient. During interleaved study, on the other hand, learners show a strong bias toward attending to what changed relative to the previous item studied. This is likely to lead to strong encoding of the discriminative features of the categories, because these are most often the differences between successive items of the different categories. This dynamic, we propose, is at the core of documented differences between the two sequences of study, and constitutes a mechanistic description of how learning takes place over time.

Finally, this process is probabilistic and other factors are likely to be at play. For example, in addition to sometimes being repeated across items of the same category, the discriminative features might have been more attended to and encoded during blocked study because their low frequency made them salient or surprising. Similarly, characteristic features constituted differences between items of different categories, even though they did not discriminate between categories, contributing to the encoding of characteristic features during interleaved study.

**General Discussion**

Overall, the results presented here show that different sequences of study result in different attentional patterns, encoding of different properties, and differential memory for the properties of the items. We believe these factors are intrinsically related. Through the use of different sequences of study, different attentional patterns are established that lead to different encoding and ultimately the creation of different memory traces.

When learners studied the items blocked by categories we saw an impact of the characteristic features of the categories studied on generalizations to novel items. These features were frequently associated with the category, but did not discriminate between categories. Conversely, when learners studied the categories interleaved changes in the same characteristic features had no impact
on novel item categorization. This suggests differences in how information was encoded in different sequences. Blocked study led to a relative greater emphasis on the characteristic properties of the category, whereas interleaved study emphasized discriminative features of the stimuli, ignoring nondiscriminative features, even if highly associated with the category. These results are consistent with previous research showing the independent roles of discriminative and characteristic features for categorization (Murphy & Ross, 2005), and that different types of tasks can affect which type of feature is encoded (Hoffman & Rehder, 2010; Markman & Ross, 2003; Yamauchi & Markman, 2000). In line with what has been shown for inference tasks, in the present studies blocked study, relative to interleaved study, led to the acquisition of features that have high category validity—the characteristic features of the objects. Conversely, interleaved study, relative to blocked study, led to the acquisition of features that have high cue validity—the discriminative features. Moreover, these results are consistent with previous research showing that different sequences of study lead to improved performance in different types of tasks (Carvalho & Goldstone, 2015a, 2017; Rawson et al., 2015); blocked study for inference-type tasks in which learners studied the item along with its category assignment and interleaved study for classification-type tasks during which learners had to “guess” the correct category assignment and were then given corrective feedback.

It is also interesting to note how powerful an effect characteristic features, even with virtually no cue validity, can have on categorization. Following blocked study, transfer to new items that lacked these characteristic features was negatively affected, even though the only features that predicted category assignment were still available. This is contrary to previous proposals and some common-sense interpretations of learning suggesting that category learning is about finding differences between categories. To the extent that learners use a similarity-based approach to novel item categorization (Kruschke, 1992; Love, Medin, & Gureckis, 2004; Nosofsky, 1986), all encoded features will influence categorization performance—even those with low predictive value for category assignment (Murphy & Ross, 2005; Rosch & Mervis, 1975; Wissniewski, 1995).

Differences in Encoding Are Related to Differences in Attention to Different Features

To further illustrate how changes to characteristic, nondiscriminative, features can have an impact on categorization accuracy and, critically, how this is connected to learners’ attention to these features, we ran a simple simulation using the Generalized Context Model (GCM; Nosofsky, 1986). In GCM, stimuli are represented by points in a multidimensional space and a stimulus is classified as belonging to a category based on the similarity between that stimulus and all of the previously studied exemplars of that category relative to its similarity to all other categories’ exemplars. Depending on the context (e.g., which other categories are being studied, their properties or the sequence of study), a specific dimension can become more or less relevant for categorization and therefore for how similar two stimuli are judged to be. In essence, in GCM selective attention parameters serve to stretch or shrink the dimensional space according to the learning context. Formally, the probability of categorizing an item \( i \) as belonging to a given category \( J \) is given by the summed similarity of that item to all the \( j \) exemplars of category \( J \), divided by the summed similarity (\( S \)) of \( i \) to all the \( k \) exemplars of all the categories, \( K \):

\[
P(J| i) = \frac{\sum_{j=1}^{K} S_{ij}}{\sum_{k=1}^{K} S_{ik}}
\]

To determine how similar two stimuli are, the model uses an exponential decaying function of distance. The similarity between items \( i \) and \( j \) is given by:

\[
S_{ij} = e^{-cd_{ij}}
\]

where \( d_{ij} \) is the attention-weighted distance between the two items. This calculation includes a freely estimated sensitivity parameter, \( c \), that defines the rate by which similarity decays with distance, that is, the gradient of the similarity function. Smaller values of \( c \) correspond to an impact of more items to determine the similarity.

The distance between two stimuli in multidimensional space is a function of the differences between the two stimuli for all the dimensions considered. These differences are weighted by attention parameters (\( w > 0 \)) that characterize how salient or relevant is each dimension. Thus, the distance between stimuli \( i \) and \( j \) is computed by:

\[
d_{ij} = \left[ \sum_{m=1}^{M} \left( \frac{w_m}{H11022/11005}x_{im} - x_{jm}\right)^2 \right]^{1/r}
\]

where \( w_m \) is the attention allocated to dimension \( m \), \( M \) is the total number of dimensions, and \( x_{im} \) and \( x_{jm} \) are the feature values of stimuli \( i \) and \( j \) on dimension \( m \), respectively. A scaling parameter \( r \) is used to define the form of the distance metric. When \( r = 1 \), a city-block metric is used and when \( r = 2 \), a euclidean distance metric is used. Whereas \( w_m \) values are often free parameters fit to subject data, \( r \) is often defined by the type of stimuli used.

In our simple simulation, we had two categories, each with only one item: Category A with item \( x_{i1} (1,1,1,1,1,1,1,3,3) \) and Category B with item \( y_{i1} (1,1,1,1,1,1,2,4,4) \). Items in these two categories share most of their features. The first seven values correspond to characteristic (they are very common in the category), but nondiscriminative (items in both categories have them) features, whereas the last three numbers correspond to the values of discriminative features. We probe categorization of characteristic-preserved item \( x_p (3,1,1,1,1,1,1,5,5) \) and characteristic-changed item \( x_c (3,3,3,3,3,3,1,5,5) \) and we defined \( r = 2 \) and \( c = 3 \). Our proposal, consistent with the results presented in the three experiments in this paper, is that attention toward characteristic features is greater when stimuli are studied blocked than interleaved. To simulate this, we defined the weight for characteristic features \( w_{mc} = 0.5 \) for blocked study and \( w_{mi} = 0.1 \) for interleaved study. We defined \( w_{mc} = 1 \) for the discriminative features. The results of the simulation are consistent with the empirical results presented in Experiments 1–3, and SAT predictions (see Figure 10).

As it can be seen from the graph in Figure 10, when more attention is paid to the characteristic features, as we propose is the case during blocked study, categorization of the characteristic-changed item is substantially lower relative to characteristic-preserved item. These results are robust to changes in the \( c \) parameter. This pattern is less marked when less attention is paid to the characteristic features, as we hypothesize is the case during
interleaved study. The resulting interaction in Figure 10 is similar to the one that was found in Experiment 1 and is shown in Figure 4. This simulation illustrates, using a successful and widely used model of categorization, how changes in the relevance of characteristic features for categorization are connected to changes in attention to and encoding of these features.

Differences in Encoding Affect What Information Is Available After Study

In addition to demonstrating that different attentional patterns lead to different information being encoded (and therefore relevant for categorization of novel items), the current work also takes a step further. With the inclusion of a memory task (Experiment 2) and eye tracking of where participants are looking while learning the categories (Experiment 3), we were able to link these differences in encoding to differences in what information learners have available following study in different sequences, and what in-the-moment sampling behaviors might lead to those differences. The features that learners attend to are shaped by the sequential statistics of the task—differences across trials during interleaved study and similarities across trials during blocked study. These differences in what is attended will, in turn, lead to differences in what is encoded. These ideas are at the center of SAT’s mechanism for how sequential effects can shape category learning. It is also consistent with previous proposals of how category learning takes place across time (Jones & Sieck, 2003; Palmeri & Mack, 2015; Stewart, Brown, & Chater, 2002) and is context- and task-specific (Mack & Palmeri, 2015; Markman & Ross, 2003; Palmeri & Mack, 2015; Ross, 2000). Furthermore, this work and SAT are also congruent with recent neurophysiological evidence suggesting the important role of pattern completion for learning and the role of the hippocampus in not only providing details about past events but also about the relationship between events to create learning (Mack & Preston, 2016; Schlichting & Preston, 2015; Zeithamova, Schlichting, & Preston, 2012).

As briefly mentioned in the introduction, SAT proposes that category learning takes place as a series of pairwise contrasts between the stimulus currently being studied and the previously studied one, as well as their category assignments. If two successive stimuli belong to the same category, learners will tend to attend to similarities between the two, whereas if the stimuli are from different categories, learners will tend to attend to differences between the two. This process is consistent with previous evidence that learners show a recency bias during category learning (Jones, Love, & Maddox, 2006; Jones & Sieck, 2003; Stewart & Brown, 2004; Stewart et al., 2002; Zotov et al., 2011). Our manipulations and the current formulation of SAT pertain to only the immediately preceding item, but it is plausible that earlier items also have an influence (see, e.g., Stewart & Brown, 2004), presumably as a decreasing function of their temporal distance to the current item being studied.

Importantly, these differences or similarities between successively presented items are not necessarily globally relevant for categorization. Two items of different categories can show differences that are not discriminative of the categories, and similarities within categories might not discriminate between the categories. We believe this process to be at the core of differences found between interleaved and blocked sequences for successful category learning. During blocked study, learners are biased toward similarities shared among successive items of the same category. These similarities might prove useful in a category discrimination test if these characteristic features are also

Figure 10. Results of model simulations using a simplified version of the generalized context model (GCM) categorization of two novel items: characteristic-preserved and characteristic-changed items. The attention parameter values used simulate the prediction that blocked study results in relatively higher attention toward characteristic features ($w = 0.5$) than interleaved study ($w = 0.1$). See the online article for the color version of this figure.
highly discriminative of category membership (Carvalho & Goldstone, 2014b; Zulkippy & Burt, 2013), or when the test task does not emphasize discrimination between categories but a description of the most common features of the category (Carvalho & Albuquerque, 2012; Carvalho & Goldstone, 2017; de Zilva & Mitchell, 2012). However, blocked study can also lead learners astray when these temporally local similarities do not discriminate between categories, as in the present studies (see also Birnbaum et al., 2013; Rohrer & Taylor, 2007; Sana et al., 2017). Thus, SAT presents an account of how learning takes place across time and is shaped by sequence, being able to not only account for the benefits of either of the two sequences but also differences in what is attended to and encoded in different sequences (for a detailed discussion, see Carvalho & Goldstone, 2015b).

It is important to note that it is not our objective to argue that following sequential statistics (as SAT suggests) is the only driver of attentional behavior during learning. A general account of category learning must be more nuanced. Learners' attentional behavior is also guided, for example, by task-relevance (Rehder & Hoffman, 2005a) and novelty (Wang & Mitchell, 2011). Indeed, the fact that all learners attended to the discriminative features to a large degree argues that task relevance (for interleaved study) and/or relative novelty of discriminative features relative to characteristic ones (for blocked study), might have played a role in guiding learners' attention. However, our main proposal is that, in addition to these well-known attentional processes in categorization, sequential comparison of features will also have a powerful effect on attention. Moreover, the results of Experiment 2 and Experiment 3 also suggest that the very nature of the task might influence overall attentional patterns, with decreased overall memory and attention following blocked compared to interleaved study.

Concluding Remarks

The results presented here have theoretical and practical implications. At a theoretical level, these results, and our theoretical interpretation, contribute to the ever-growing interest of the situated nature of category learning and its online processes (e.g., Carvalho & Goldstone, 2014b; Palmeri & Mack, 2015; Qian & Aslin, 2014). Moreover, our theory can provide a parsimonious conceptualization of not only the results presented here, but also how the different effects of different sequences result from a common learning process. It might be tempting to think that there are two different learning processes, one for interleaved study and another for blocked study (see, e.g., Birnbaum et al., 2013; Rohrer, Dedrick, & Shors, 2015; Sana et al., 2017) or to define different attentional weights a posteriori for different sequences. However, SAT is a unified account that does not require one to postulate separate learning processes for each sequence, but a single one that naturally gives rise to differences between sequences. At a practical level, these results reiterate the important role that a carefully organized sequence of study can play for learning outcomes (e.g., Kellman, 2013; Koedinger, Booth, & Klahr, 2013; Li et al., 2013; Mettler & Kellman, 2013; Rau, Alevin, & Rummel, 2013). Moreover, these results emphasize the importance of considering the whole learning and testing situation when choosing how to sequence one’s learning. An understanding of the learning situation as a whole and how a unified learning mechanism is changed by it allows for recommendations beyond crude one-size-fits-all strategies, giving instructors and learners flexibility to improve learning across multiple contexts.

References


SEQUENCE OF STUDY CHANGES WHAT IS ENCODED


(Appendices follow)
Appendix A

Averaged Receiver Operant Characteristics (ROC) Curves for the Memory Task of Experiment 2

Figure A1. Receiver operant characteristics (ROCs) for the three types of features across both study sequences and retention intervals plotted in probability space. Points represent average hit and false-alarm rates across participants. The diagonal represents chance responding. See the online article for the color version of this figure.
Appendix B

Averaged Receiver Operant Characteristics (ROC) curves Plotted in z-space for the Memory Task of Experiment 2

Figure A2. Receiver operant characteristics plotted in z-space (zROCs) for the different types of features across both study sequences and retention intervals. Points represent average zHit and zFA rates across participants. Lines represent the best-fitting lines for each group of points using conventional regression methods. See the online article for the color version of this figure.